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INTRODUCTION

The Internet has enabled seamless, transparent,
and heterogeneous communication, migrating
centralized functions toward scalable and effi-
cient distributed systems such as modern banking
or education platforms. Back in the 1960s, the
concept of the Internet grew out of military stud-
ies on how to build robust networks. As a result,
addressing and routing were decentralized; but
most important, the primary purpose of the net-
work was to remain connected beyond any catas-
trophe. Unknowingly, the Internet inherited an
end-to-end connectivity paradigm that shaped
modern networked communications including the
popular TCP/IP protocol stack. In this context,
and under different orbital environments, satel-
lite networks intended not to be the exception.

Traditional geostationary Earth orbit (GEO)
satellite relay systems implement bent-pipe
repeaters to transmit from one location on Earth
to the satellite and back to another location on
Earth. Therefore, GEO relays are appealing for
broadcasting information to a large geographical
area; however, when considered for bidirectional
and interactive data communication, challenges

such as long round-trip times (RTTs) and fre-
quent channel disruptions must be addressed.
This effect is even more dramatic in deep space
(DS) systems as longer distances provoke higher
delays and severe disruptions due to planet rota-
tion, making permanent and conversational
Internet-like communications infeasible [1]. For
example, TCP simply cannot tolerate the 20-min
propagation time a signal might take from Earth
to Mars. On the other hand, disruptions are the
prevalent effect in low Earth orbit (LEO) satel-
lite systems. In order to provide voice services,
an Iridium satellite constellation system had to
be designed to sustain stable end-to-end multi-
hop paths in a highly dynamic and extensive
topology. To this end, connectivity was achieved
at the expense of a highly complex, expensive,
and controversial system. Most recently, the
ambitious Defense Advanced Research Projects
Agency (DARPA) F6 distributed spacecraft
architecture project, which aimed at deploying
an Internet-like mesh LEO network, was can-
celed due to significant increase in budget and
overall complexity.

Whether by system complexity and cost in
LEO, or physical infeasibility in GEO and DS
systems, the end-to-end connectivity paradigm
has proven to be hard to adapt to the space
environment. In this context, TCP/IP-based
Internet will always impose a frontier on net-
works challenged by delay or disruption, com-
monly known as delay or disruption tolerant
networks (DTNs) [2]. DTN for space applica-
tions has been under discussion at the core of
the Consultative Committee for Space Data Sys-
tems (CCSDS) alongside Internet standards dur-
ing the past 20 years. Still, the recent formation
of a DTN Working Group (DTNWG) in the
Internet Engineering Task Force (IETF) might
relax the original end-to-end connectivity axiom,
allowing DTN applications to finally be
embraced by the Internet architecture with all
the benefits it entails.

In this scenario, Internet data would be rout-
ed through network nodes not necessarily having
end-to-end connectivity with the final destina-
tion. Indeed, connectivity among nodes (i.e.,
contacts) could be sporadic but predictable due
to orbital mechanics. Nodes would then store
and carry these data until forwarding opportuni-
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ties (contacts) are available. Since not all feasi-
ble contacts may be required to route data, pre-
vious works have investigated topology design
issues related to providing connectivity among
nodes at the lowest cost (e.g., minimum number
of contacts) considering the time-evolving nature
of the contact topology [3]. However, resource
constraints (available transponders, power con-
sumption, etc.) also need to be considered in the
selection of these contacts. Besides connectivity,
other criteria related to capacity and fairness are
also required to select those contacts that, still
satisfying a given set of constraints, can provide
the best operational performance. We refer to
this problem as contact plan design (CPD),
where the contact plan (CP) is the resulting set
of contacts that complies with restrictions and
maximizes some performance metrics. Among
the challenges that need to be addressed before
DTN services can be fully implemented, the
design of CPs is a critical problem since satellite
networks have limited resources (transponders,
power, fuel, etc.), which have to be considered.
Recently, the design of CPs with resource con-
straints was proposed and investigated in [4].

In this article, we provide a detailed descrip-
tion of the CPD problem, and a comparison of
the performance and complexity of existing solu-
tions. In the next section we provide an overview
of the DTN architecture in the space environ-
ment and discuss the CPD problem following
that. Next we bring an example network under
the design process to illustrate the benefits and
drawbacks of the proposed CPD mechanisms.
Finally, we conclude our work and set future
work directions.

DTN OVERVIEW
Delay or disruption tolerant networks have
received much attention during the past few
years as they have been proposed for several
environments where communications can be
challenged by latency, bandwidth, errors, or sta-
bility issues [2]. Originally studied to develop an
architecture for the interplanetary Internet
(IPN) [1], DTNs have also been recognized as
an alternative solution for building future satel-
lite applications [5]; in particular, to cope with
typical intermittent channels of LEO constella-
tion systems [6]. Furthermore, DTNs have also
been considered for underwater sensor net-
works, battlefield networks, unmanned aerial
vehicle (UAV) communications systems, and
connectivity in developing areas, among others.

DTNs overcome the problem of channel
delays and disruptions by using a store-carry-for-
ward message scheme. This is analogous to
postal systems where messages are stored in a
given place (node) until able to move (forward)
to another one before reaching its final destina-
tion. Internet nodes are designed with little
memory (buffer) since they can likely deliver
data to the next hop after a routing decision has
been made; however, DTN nodes require persis-
tent storage as the link to the next hop might
not be available for a long time. As a conse-
quence, Internet communications can be seen as
a particular case of DTN with insignificant delay
or disruptions.

Among the efforts to implement practical
DTNs, the definition of a new communication
protocol that does not assume end-to-end con-
nectivity between source and destination nodes
has been addressed by the specification of the
Bundle protocol in RFC 5050, also resulting in
the availability of several software implementa-
tions of the protocol, NASA’s Interplanetary
Overlay Network (ION) [7] being the most
popular for space-borne applications. ION was
one of the first DTN-capable protocol stacks
successfully tested in space in the DINET mis-
sion [8]. In contrast to most terrestrial applica-
tions, space-oriented DTNs’ behavior can be
predicted in advance, enabling unique network
planning and design opportunities further dis-
cussed below.

DTN FOR SATELLITE NETWORKS
Technology advances, electronic miniaturization,
and the industry of smaller launchers are
enabling new business cases for cubesats projects
like QB50, EDSN, PlanetLab, and even small-
satellite companies like SkyBox (recently
acquired by Google) to deploy large LEO con-
stellations systems in the next few years. There-
fore, LEO constellations promise to become the
first large-scale networks to shift the current
monolithic paradigm to a more efficient, scal-
able, and distributed Internet-like approach.
Instead of continuous end-to-end connectivity,
DTN would provide these constellations with an
effective way to transport data in a store-carry-
forward fashion not only by Earth-satellite links
(ESLs) but also via sporadic inter-satellite links
(ISLs). However, given the degree of conser-
vatism in the traditional space industry, research
effort is mandatory as DTNs must still go under
severe scrutiny before being considered for
large-scale deployments.

In particular, LEO systems are challenged
by channel disruptions rather than by propaga-
tion times, which are similar to the delays
experienced on TCP/IP Internet applications.
However, in contrast to the Internet, space-
borne DTNs’ behavior is under management of
a mission operation and control (MOC) center
that can deterministically predict (by means of
orbital mechanics and communications models)
the expected contacts among nodes. Indeed, a
contact can be defined as the opportunity to
establish a temporal communication l ink
among two DTN nodes when physical require-
ments are met (antenna pointing, received
power, etc.).  Henceforth, ISLs are solely
thought of as point-to-point,  disregarding
shared medium access schemes, which fail to
perform properly in extensive networks as they
assume physical adjacency of many nodes. The
latter is either unlikely in a free-flying constel-
lation or demands strict f l ight-formation
requirements to the satell ite attitude and
orbital control system (AOCS). Furthermore,
DTN architecture can handle routing on higher
layers, enabling simpler communications archi-
tectures, especially if mission requirements can
be met in a disruptive scenario.

Figure 1a illustrates the concept of contact
with a 4-polar-orbit-satellite (98 inclination angle
and 650 km height each) DTN example network
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we use throughout this article. This scenario is
of particular interest for Earth observation mis-
sions as satellites account for maximum distance
in populated areas while approaching each other
in the poles. In these areas, contacts become
feasible between adjacent spacecrafts, producing
a train-like formation where two directive point-
to-point antennas (placed in front and back) can
optimize the link budget, producing longer con-
tacts. Henceforth, the network iterates among
these contacts, but for the sake of simplicity we
base further analysis solely on the half-orbit
topology interval. Furthermore, contacts with
ground stations are disregarded on the example,
but should be transparently considered as anoth-
er node with which to communicate.

The set of all  feasible contacts within a
topology interval in a given DTN network can
be defined as the contact topology. However, it
is possible that conflicts or constraints (inter-
ference, power restrictions, etc.) need to be
addressed before committing the set of planned
contacts to the network. As a result, the set of
forthcoming contacts to be finally implemented
in the network can be defined as the contact
plan (CP), which is a subset of the original
contact topology [9]. Henceforth, the process
of selecting the definitive contact set is referred
to as contact plan design (CPD). As it is typi-
cally assumed that all  potential  contacts
between DTN nodes can belong to the CP, the
design of CPs has thus far received little atten-
tion. However, this problem quickly becomes
nontrivial in large-scale systems, and detrimen-
tal for resource-constrained scenarios such as
satellite missions. Therefore, applying efficient
CPD procedures can significantly improve the
performance of large DTN satellite constella-
tions.

THE CONTACT TOPOLOGY MODEL
In order to tackle the contact plan design prob-
lem, a topology modeling technique needs to be
specified. Consider the four-satellite network
example shown in Fig. 1a. The time evolving
nature of these contacts can be captured by
means of graphs, with vertex and edges symbol-
izing nodes and links, respectively. In other
words, this representation can be thought of as a
finite state machine (FSM) where each state is
characterized by a graph with arcs, in turn, that
represent a communication opportunity during a
period of time (i.e., a contact). Each state can be
identified by k = 1, 2, …, K conforming K graphs
comprising the same set of nodes but different
arcs among them. Particularly, in the suggested
scenario, three states can describe the contact
topology, which represents the communications
evolution during half an orbit topology interval.
The FSM model of the example network is illus-
trated in Fig. 1b.

In particular, a contact topology consists of
pk,i,j links between nodes i and j at state k, where
pk,i,j may adopt an integer identifying the com-
munication interface (antenna). If no contact is
feasible, pk,i,j = 0, while pk,i,j = a if the contact
among i and j is possible through interface a.
Furthermore, at state k = 1, p1,2,3 = p1,3,2 = 0
since no physical link exists between N2 and N3.
In general, the contact topology can be defined

by a three-dimensional physical adjacency matrix,
from which the contact plan can be designed by
removing pk,i,j edges.

Alternatively, a topology can be represented
by a contact list (CL) where each contact is in
the form of source, destination, start time, and
stop time (as in C1,2,t1,t4). Therefore, the exam-
ple network basically consists of three contacts:
N1 to N2 from t1 to t4, N2 to N3 from t2 to t3, and
N3 to N4 from t1 to t4. The CL modeling for the
example topology, illustrated in Fig. 1 c, is more
compact than the FSM since it can be expressed
as a contact table instead of an adjacency matrix.
As a result, CL is the format adopted by ION [7]
DTN stack implementation for CP distribution
and storage. However, for CP design and engi-
neering, the FSM model granularity might turn
out to be convenient to work with, especially
when applying mixed integer linear program-
ming (MILP) optimization techniques [9]. Fur-
thermore, as we do in the next section, the FSM
model can benefit from discrete state fractiona-
tion in order to provide a more detailed and
precise topology description. No matter which
modeling technique is chosen, translation
between FSM and CL is straightforward.

CONTACT PLAN DESIGN
In the initial phase, communications subsystem
attributes, including transmission power, modu-
lation, bit error rate, and so on, and orbital
dynamics such as position, range, and attitude
(orientation of the spacecraft and antenna in the
inertial system) can be used to determine the
feasibility of future contacts that will form the
aforementioned contact topology. This technique
is no different from how single-spacecraft mis-
sions currently determine space-to-earth contact

Figure 1. a) Example of a DTN satellite network modeled with b) FSM; c) CL.
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opportunities. Nevertheless, the contact topology
at this stage does not necessarily encompass all
system restrictions or constraints. For instance,
interference generated to and from other space
assets can turn a given contact unfeasible. In
addition, a node may have potential contacts
with more than one node at a given time but be
limited to only make use of one of these oppor-
tunities due to conflicting resources. These con-
flicts comprise node power budgets or
architectural limitations typically found on
spacecraft operating in the harsh space environ-
ment. As a consequence, further work is required
to design a contact plan that considers these sce-
narios. Finally, once the contact plan is designed,
it has to be distributed throughout the network
to let nodes execute the contacts as planned.
The frequency and mechanisms of contact plan
distribution, as well as the topology interval
length, are topology-dependent and remain an
open research topic.

DESIGN CONSTRAINTS
In general, we can classify the contact topology
constraints in two groups: one representing
those that render a particular contact (in a given
timeframe) infeasible, and another that limits
the number of contacts a DTN node can simul-
taneously support. We name the former time-
zone constraints (TZCs) and the latter
concurrent-resources constraints (CRCs), where
both can relate not only to communications but
to general system operations issues.

Time-zone constraints: In general, TZCs are
those that can forbid communications in a spe-
cific geographical area or time for interference
or other agency-specific reasons. As LEO con-
stellations systems basically orbit over a wide
area of Earth regions, complying with interna-
tional regulations can be challenging. More-
over, as shown in Fig. 2, since ISLs in LEO
constellations are held tangentially in respect to
the Earth surface, GEO satellites can be inter-
fered when LEO nodes orbit in the pole area.
In particular, some GEO satellites are to be
specially considered as they support manned
mission communications such as the Interna-
tional Space Station. As a consequence, a prop-
er irradiation policy must be considered not to
generate (or receive) interference beyond the
International Telecommunication Union (ITU)
normative [10].

Furthermore, many other agency-specific rea-

sons might exist for irradiating in a particular
geographical area. This can be addressed by time
and zone constraints that prevent the availability
of a contact in the corresponding CP in a given
interval. It should be noticed that these strategies
can be considered as the network tolerates dis-
ruption, while systems like Iridium have had to
request a complete band allocation to sustain
interference-free end-to-end communications.

In general, TZCs can be applied directly to
the contact topology structure by disabling the
conflicting contacts. For instance, if considering
the unlikely interference from the short-range
antennas of the example topology, contacts from
the k3 state in the FSM model could just be
removed. However, interference is not only mea-
sured in signal energy, but also in the percentage
of time it reaches the interfered-with node [10].
Also, satellites might exhibit energy constraints
limiting the fraction of time a transponder can
be used. Therefore, there is the possibility to
select which contact to disable and when, derived
in a combinatorial problem similar to those
found on CRC constraints.

Concurrent-Resources Constraints — CRCs
are not as straightforward as TZCs as they usu-
ally involve the spacecraft architecture and
resources. They end up defining the quantity of
simultaneous communications (i.e., contacts) a
DTN node is able to establish. Consider the
architectures of Fig. 3 that apply to the example
topology. In Fig. 3a, a simple power splitter
divides the transponder signal energy to the two
antennas of the spacecraft, while in Fig. 3b a
power switch concentrates all the power in one
of the available antennas. In either of the afore-
mentioned architectures, only one contact can be
established at a given time (i.e., belong to the
CP) even if more are feasible through each
antenna. A much more complex architecture is
shown in Fig. 3c, where two simultaneous con-
tacts are implemented by two cooperative com-
munications subsystems. The latter is the only
possible architecture if a non-DTN solution is
adopted for the example network, but at the
expense of further requirements over the plat-
form power subsystem and weight budget, among
others.

In general, CRCs require a selection process.
To illustrate the latter, suppose that the example
satellite network makes use of the architecture
shown in Fig. 3b. In the contact topology of Fig.
1b, a decision must be made for N2 and N3 at k
= 2, 3, and 4 in the FSM model. Indeed, two
possible CPs are illustrated in Figs. 4a and 4b. If
the first CP is chosen, the network will provide
maximum overall contact time, while if the sec-
ond one is selected, a more fair and connected
network is obtained. Both solutions are defined
as feasible CPs the network can implement with
the specified resources, but they honor different
selection criteria: overall throughput or link
assignment fairness.

It should be noticed that while being useful
for an illustrative example with two feasible solu-
tions, as more nodes, antennas, transponders, or
longer topology interval, CRCs are derived in a
nontrivial combinatorial problem with exponen-
tially increasing complexity that a network plan-

Figure 2. Interference to GEO ssatellites.
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ner must solve before defining the final CP. Fur-
thermore, CPD might be mandated by more
complex selection criteria that take into account
not only single-hop consideration as in the pre-
sent example, but also multihop routing path
(slashed arrow in Fig. 4), or even the user traffic
that is expected to flow on the system.

SELECTION CRITERIA
In general, the problem of CPD lies in selecting
from among those contacts that satisfy the com-
munications opportunities represented in the
contact topology, and at the same time fulfill
TZCs and CRCs. Figure 5 illustrates this group
classification. If no constraints exist, the feasible
CP solution space expands to that of the contact
topology, implying that all combinations are
valid for the final network. Also, the original
contact topology might reside in the feasible CP
space, meaning that it can be directly used for
configuring the system without changes. Howev-
er, the most common scenario requires a selec-
tion among the possible CPs, for which a
criterion must be defined. The latter is mandato-
ry if network planning automation is required as
for large-scale DTN orbiting systems.

In the example topology of previous sections,
two initial topology-driven criteria were appoint-
ed: maximum contact time and contact assign-
ments fairness. In spite of the fact that these
criteria solely depend on topological information,
the finest selection can be considered if routing or
traffic information is provided. To this end, we
provide an overview of different criteria.

Topology-Driven — The topology-driven or
single-hop criterion is the simplest and requires
only topological information since routing is
expected to be dynamically solved in-network.
The analysis is solely based on the CP observa-
tion, disregarding other system parameters. The
most common criteria of this kind are the maxi-
mum contact time (MCT) and fair CP (FCP),
illustrated in Fig. 4. Models and algorithms are
provided in [9] to design the CP with both crite-
ria, proving that MCT delivers CPs with high
contact density, but does not necessarily guaran-
tee acceptable network connectivity (as shown in
Fig. 4a). On the other hand, FCP prioritizes con-
tacts that are relatively scarce in the topology,
providing a fair distribution of them in the final
plan. An optimal MILP CPD fairness formula-
tion also exists in [9], authors demonstrate that
FCP performs better in routed DTN networks.

Traffic-Driven — A pure traffic-driven criterion
is the most controlled scheme and assumes the
traffic prediction is fully accurate and can be
centrally routed. This implies that the designed
contact plan is accompanied by precise and
extensive route path information for each traffic
data type. Despite this can be challenging, cen-
tralized path distribution mechanisms exist such
as CGR Extension Block in [11]. With a traffic-
driven criterion, the CPD problem can be opti-
mized by means of precise MILP formulations
based on the models of [12]. We name this
method traffic-driven linear programming
(TDLP). On the other hand, a suboptimal yet
computationally efficient heuristic mechanism

has also been proposed in [4]. This kind of selec-
tion criterion provides maximum design opti-
mization and control to the network planner at
the expense of flexibility. In other words, if a
contact prediction turns out to be inaccurate, or
a transponder fails, the traffic-driven selection
leaves no place for autonomous network adapta-
tion unless alternative routes are provided.

Besides these selection criteria, others could
arise depending on the particular purpose of
each network. Since several selection method-
ologies could be required to find out the most
appropriate CP, the complexity of such a proce-
dure might be challenging for network opera-
tors. Therefore, we envision a CP computation
element (CPCE) that can assist or even auto-
mate the design of CPs for future spaceborne
DTNs. A CPCE shall be capable of determining
suitable CPs to support connectivity among
nodes and data transfers through the network.

CONTACT PLAN ANALYSIS
In order to evaluate the performance of the exist-
ing criteria and solutions described in the previ-
ous section, we consider the example topology in
the second section. However, we extend the topol-
ogy interval from the case of half an orbit (illus-
trated in Fig. 1) up to four orbital periods
(spanning a total of 3 h 30 min) in order to better
reflect the impact of the CPD mechanisms. Also,
in order to allow a higher granularity and accura-
cy in the design, the topology states Kn longer
than 500 s are further partitioned into sub-states.
On the other hand, all communications systems
are constrained to up to one inter-satellite link
per node configured with a 1 Mb/s full-duplex
throughput within a 700 km range. The traffic of
the scenario is expected to flow equitably from all
nodes (N2, N3, and N4) toward N1, which is
expected to deliver the data by means of a space-
to-earth high-speed downlink transponder.

In this scenario, we propose to compare
topology-driven (FCP) and traffic-driven
(TDLP) criteria to illustrate the significance of

Figure 3. Satellite architecture with a) a power splitter; b) power switch; 
c) two transponders.
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traffic information on the CPD procedures.
Besides, we evaluate the physical (PHY) system
without any CPD with the aim of illustrating an
upper (unconstrained) performance bound. For
each of this three methods, we vary the traffic
load from Ro = 1 (540 Mb/node) to 0.1 (54
Mb/node), where Ro = 1 is taken as the traffic
that saturates one orbit of the unconstrained CP
(PHY). In other words, when enabling all feasi-
ble links, the Ro = 1 network load can be evacu-
ated to N1 within a single orbital period. The
general hypothesis is that when CPD is neces-
sary (i.e., constraints are considered), the data
delivery time will be degraded, especially the
measured in FCP as this procedure ignores spe-
cific traffic information for contact selection.
Besides delivery time, we also evaluate the total
contact time as the total accumulated communi-
cation time the contact plan uses until all traffic
finally reaches N1.

Results for this scenario are plotted in Fig. 6.
It is interesting to note that for Ro = 1, the PHY
CP can accommodate all traffic within the first
orbit period. As the single-interface constraint is
taken into consideration by FCP and TDLP, the
delivery time (Fig. 6a) increases with different
proportions. As expected, TDLP delivers a better
CP in terms of delivery time as it takes advantage
of the traffic knowledge the CP is expected to
serve. Furthermore, since TDLP contacts are cho-

sen as part of a path toward a traffic destination,
the CP is more energy-efficient (outperforming
PHY), hence minimizing the total contact time.
On the other hand, based only on topology
parameters, FCP shows an accumulated effect as
Ro increases, penalizing the delivery time up to
the fourth orbit of the system. Also, the FCP CP
indicates several unused contacts that are not
considered for routing the traffic to N1, which,
combined with a high delivery time provokes an
excessive total contact time metric (Fig. 6b).

CONCLUSIONS
Delay and disruption tolerant networking is
emerging as an extension to the current Internet
architecture capable of implementing effective
networked communications in satellite systems.
Among the many benefits, accounting with an
autonomous DTN distributed framework can
significantly enhance and accelerate the deploy-
ment of reliable modern LEO constellations.
Furthermore, embracing network disruptions
provides an unsought flexibility in traditional
Internet-based applications; however, it requires
of novel, reliable, and validated mechanisms
before being considered for large-scale deploy-
ments.

Contact plan design methodologies can be
used as a means to optimize limited resources
available on satellite networks, and eventually
exploit the predictability of these networks.
To this end, different modeling techniques,
system constraints,  selection criteria,  and
methods were reviewed. We demonstrate that
effectively facing the contact plan design can
be rewarding but  increasingly  complex as
more information is considered in the plan-
ning stage.

Finally, due to the complexity of the design
process, we envision the development of CPCEs
that can support future operations of future
space DTN networks by periodically delivering
contact plans that can optimize the performance
of these networks. A first commercial-grade
CPCE is currently being implemented under the
supervision of the authors.

Figure 4. Two possible contact plans: a) maximum throughput; and b) link fairness.
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Figure 6. Performance of CPs designed with FCP and MILP model.
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