Producing Just Enough Documentation: An Optimization Approach applied to the Software Architecture Domain

J. Andres Diaz-Pace, Christian Villavicencio, Silvia Schiaffino, Matias Nicoletti, Hernán Vázquez

Abstract. The Software Architecture is an important asset in a software development process, which serves to share and discuss the main design concerns among the project stakeholders. The architecture must be properly documented (e.g., via a Wiki environment) in order to be effectively used by these stakeholders. However, the process of producing architecture documentation often fails to deliver contents that address the stakeholders’ information needs. To address the problem, we argue for a knowledge management strategy in which: (i) architecture documentation is created incrementally; and (ii) its contents are driven by a model of stakeholder preferences. In this work, we present an information optimization approach applied to the architecture documentation domain, derived from an existing documentation method called Views & Beyond. To do so, we define the Next SAD Version Problem (NSVP) and then provide tool support to assist architects in producing cost-effective documentation. Based on prior work, we perform a sensitivity analysis of the optimization model and develop a robust formulation that takes into account uncertainty in the parameter estimations for NSVP instances, thus improving the outcomes of our documentation assistant.

KEYWORDS: architecture documentation model, stakeholders, information needs, discrete optimization, sensitivity analysis, robustness.

1 Introduction

As software systems grow large and complex, their reliance on some form of documentation becomes essential in order to avoid situations of knowledge vaporization or stakeholders’ dissatisfaction, among others [38]. Furthermore,
documentation serves to preserve knowledge within an organization. However, since producing technical documentation does not come without cost, both managers and software engineers must carefully consider the documentation process (e.g., artifacts, techniques, supporting tools) as an integral part of a development project, and furthermore, understand the information needs of the project stakeholders. In particular, a useful model for describing the high-level structure of a system (since early development stages) is the software architecture [5], which is the information domain explored in this work. The software architecture is also the container of the main design decisions for satisfying the stakeholders' concerns (e.g., performance, time-to-market, reliability, modifiability, cost-of-ownership, usability, etc.). The architecture is typically captured by the so-called Software Architecture Document (or SAD). Conceptually, the SAD is an information repository that enables communication and knowledge sharing among the architecture stakeholders [13]. The SAD is commonly structured into sections that contain text and design diagrams - known as architectural views, which permit to understand and reason about the architectural solution from different perspectives.

Having a software system with multiple stakeholders poses challenges for the production of quality documentation. In the case of the SAD, a first challenge is that the architectural contents should target multiple readers, which might have different backgrounds and information needs [25]. For example, project managers are mainly interested in high-level module views and allocation views, whereas developers need extensive information about module views and behavioral views. Many times, the documenters tend to load the SAD with development-oriented contents that only consider a few (internal) stakeholders. Studies [29, 45] have shown that individual stakeholder’s concerns are addressed by a fraction (less than 25%) of the SAD, but for each stakeholder a different (sometimes overlapping) SAD fraction is needed. A second challenge is the effort for creating and updating the SAD, an expenditure that developers and managers do not wish to bear. This can be due to budget constraints, tight schedules, or pressures on developing user-visible features.

In this context, we argue that the production of architecture documentation should be planned. This is a compromise between documenting those aspects that are useful to the stakeholders, and avoiding “too much” documentation, because the resources available are often limited. A documentation strategy to achieve this goal should: (i) produce architectural documents driven by the stakeholders’ interests, and (ii) build the SAD in incremental versions concurrently with the design work. In this article, we propose a semi-automated approach called ProSAD for the generation of SAD contents, in which the documents are explicitly linked to the needs of its consumers (i.e., the stakeholders). To do so, we rely on the Views & Beyond (V&B) method [13], which provides a semantic model for understanding the relationships between stakeholders’ interests and possible architectural views to be included in the SAD.

---
1 This role is usually played by members of the architecture team
In previous work [36], the problem of choosing the most useful tasks for the next SAD version was cast as a discrete optimization problem, in which the objective was to maximize the SAD utility (or benefit) for the stakeholders without exceeding a cost constraint. In this work, a number of improvements to the basic approach are presented. First, we extend the optimization problem to include dependencies among the sections of the SAD. Second, a limitation of [36] was the assumption that the stakeholders had a fixed set of interests on the SAD contents. Thus, we here discuss a model for incorporating variations in the stakeholders’ interests based on user profiling techniques [35]. Third, in [36] it was necessary to provide certain documentation costs and priorities of stakeholders as input parameters to the optimization model. In both cases, these parameters were based on estimates or proxies (e.g., number of words of SAD sections), which were difficult to obtain due to the dynamic environment in which the software documentation process occurs. To deal with this situation, we perform a here sensitivity analysis for identifying the most influential parameters in the optimization output. Based on this analysis, we then propose a robust formulation of NSVP, which naturally sacrifices optimality in the utility results in exchange for less variations due to uncertainty in parameter estimates.

The extensions proposed above are evaluated with a real-life example of a SAD. Although the proposed approach is exercised within the software architecture domain, we believe that it also applies to other content generation domains in which the contents to be delivered must be connected to the interests of their readers.

The rest of the article is organized into 6 sections. Section 2 presents the main concepts behind ProSAD, based on the principles of the V&B method. Section 3 covers the original formulation of the optimization problem called NSVP and explains its extension with dependencies. Section 4 presents a global sensitivity analysis, and then proposes a robust formulation of the optimization. Section 5 provides details about the generation of stakeholders profiles, which feed the SAD optimization performed by ProSAD. Section 6 discusses related work, and performs a comparative analysis of documentation approaches. Finally, section 7 gives the conclusions and outlines future work.

2 On the architecture documentation process

The software architecture of a computing system is the set of structures needed to reason about that system, which comprise software elements, relations among them, and properties of both [5]. Design decisions are an essential part of the architecture, because they record the rationale behind the solution developed by the architects [26]. Examples of decisions are the use of certain patterns, such as layers or client-server, to meet modifiability or performance qualities. The architecture serves as a blueprint in which the main concerns of the stakeholders can be discussed, at an abstraction level that is reasonably manageable, even for non-technical stakeholders. By stakeholder [32], we mean
any person, group or organization that is interested in or affected by the architecture (e.g., managers, architects, developers, testers, end-users, contractors, auditors). In order to share the architecture knowledge among the stakeholders, it must be adequately documented and communicated. The Software Architecture Document (SAD) is the usual artifact for capturing this knowledge. The SAD should be clear in explaining: i) how the functional requirements are fulfilled by the responsibilities assigned to the different software components, ii) how the component structures satisfy the different quality attributes requirements, and iii) how restrictions and business goals are met by the architectural solution. The SAD format can range from Word documents to UML diagrams within a CASE tool, or a collection of Web pages hosted in a Wiki.

Over the last years, there has been an increasing interest in using Wikis to host the SAD and facilitating the access to the architectural knowledge [2, 20].

The architecture documentation is generally structured around the concept of architectural views, which represent the many structures that are present simultaneously in software systems. A view presents an aspect or viewpoint of the system (e.g., static aspects, runtime aspects, allocation of software elements to hardware, etc.). Typical examples of views are: module views (the units of implementation and their dependencies), component-and-connector views (the elements that have runtime presence and their pathways of interaction), or allocation views (the mappings of software elements to hardware). In addition, architectural views are accompanied by textual sections that describe the main design decisions related to the views. Therefore, the SAD consists of a collection of documents with textual and graphical contents, structured according to predefined templates. Figure 1 shows a snapshot of a Wiki-based SAD, with the main page (SAD index) and module and deployment views.

![Fig. 1 Example of a Wiki-based SAD for a system called AdventureBuilder](image-url)
The stakeholders are important actors in the documentation process, as they are the main consumers of the SAD. Moreover, a SAD is useful as long as its contents satisfy the *stakeholders’ information needs*. In a typical development, the architecture is the result of an iterative design process [5], in which the solution is designed (and assessed) incrementally until it is stable enough to proceed downstream with the implementation efforts. Since this process must be supported by appropriate documentation, the documentation work must go hand in hand with the design work. Along this line, we argue that the SAD should be delivered in incremental versions to the stakeholders. This premise is followed by our ProSAD approach, based on the theoretical underpinnings provided by the Views and Beyond method.

### 2.1 The Views & Beyond method

Views & Beyond (V&B) [13] is an architecture documentation method developed by the Software Engineering Institute. Like other documentation methods, V&B is view-centric. Normally, several views are required to fully describe the architecture of a system. The basic V&B principle is that documenting a software architecture involves documenting the *relevant views*, and then documenting the information that applies to more than one view (e.g., relations between a module view and component-and-connector view, or mappings between architectural drivers and design decisions). Furthermore, V&B helps the architect identify and record the necessary architectural information during development, by providing a general SAD template and specific templates for views. In fact, the Wiki excerpt from Figure 1 adheres to the V&B templates.

The choice of the relevant views for the SAD depends on its anticipated usage by the stakeholders. It is well-known that documentation should be written from a readers' perspective rather than from a writers' perspective. In fact, it is a recommended practice of current standards for architectural documentation, such as the IEEE 1471-2000 [24] and the ISO/IEC/IEEE 42010 [25]. In order to produce reader-oriented documentation, stakeholders’ interests with respect to architectural documentation are assessed prior to the delivery of each SAD version. To this end, V&B characterizes several types of stakeholders regarding their use of architectural views, as depicted by the matrix of Figure 2. A cell of the matrix indicates the information of view X (e.g., decomposition, deployment) needed by stakeholder role Y (e.g., developer, maintainer, manager). Each column can be seen as stakeholder preferences on the contents of a particular SAD view.

We should note that not every stakeholder requires the same level of detail of the architectural views (e.g., detailed information, some details, overview information, anything). Furthermore, not every stakeholder generally has the same relevance within a given project: some of them will naturally have a higher level of importance than others. This aspect needs to be considered when planning the SAD contents. Thus, V&B recommends to customize the matrix based on specific characteristics of the target project (e.g., quality...
attributes driving the system, project size, project criticality, community of stakeholders to be served by the SAD, role of SAD within the development process, etc.).

Fig. 2 V&B characterization of stakeholder preferences on architectural views [13]

The emphasis of V&B on planning for the SAD contents makes it suitable to our work. Still, an adoption barrier is that practitioners often view V&B as a heavy-duty method, due to the amount of documentation (or bureaucracy) imposed on the documenter. We believe that a way of lowering this barrier is via “intelligent” tools that operationalize the prescriptions of documentation methods. The approach described next is an example of that position.

2.2 The ProSAD approach

ProSAD (Perssonalization and Optimization approach to assist the production of Software Architecture Documentation) is a documentation approach centered around the interactions between the software architecture (of a system) and its stakeholders. The main objectives are: i) to capture the architectural interests (or concerns) of the stakeholders, ii) assist the documenter in the production of architectural documentation (i.e., the SAD), and iii) provide tool support for the two previous goals. The general schema of ProSAD is shown in Figure 3. The main actors are: the documenter (or SAD writer), the stakeholders (or SAD readers), and an expert that manages the generation of stakeholders’ profiles. The approach follows an iterative and incremental cycle, which relies on a matrix called MSI (Matrix of Stakeholders Interests)
inspired in that of Figure 2. The information of the MSI can be derived from multiple sources, e.g., literature guidance for predefined stakeholder types, or user profiling techniques applied to stakeholders [34].

In an ideal setting, the documenter could take the MSI, analyze it (along the guidelines of V&B), and then produce a version of the SAD in which its contents address all the stakeholders’ concerns. Unfortunately, this is seldom the case in practice, because the resources to invest in documentation are often scarce and because conflicts between the stakeholders’ interests may arise. Therefore, for each incremental version of the SAD, the documenter must decide which delta of architectural contents brings most satisfaction (or utility) to the whole set of stakeholders. We refer to these decisions as a documentation strategy (or update plan). At the heart of ProSAD, we have an intelligent assistant that takes the stakeholders’ profiles (from the MSI) and recommends a documentation strategy to the documenter. This strategy consists of a set of documentation tasks for different SAD sections. The assistant is backed up by a discrete optimization engine, as detailed in Section 3. The interests of stakeholders can drift over time, depending on the type of project but also on the natural learning of human beings. In order to account for this situation, ProSAD relies on a profiling component, which monitors the activity of the stakeholders on the SAD and constructs user profiles that periodically update the MSI, as explained in Section 5.

![ProSAD: an architecture documentation driven by stakeholders’ concerns.](image)

The assistant is able to process the Wiki-based SAD along with the MSI and show a backlog of high-priority documentation tasks to the documenter. This backlog is implemented with a to-do-list metaphor. When a specific task
is chosen, the tool opens the corresponding SAD section in the Wiki and provides writing guidelines to the documenter. Examples of these guidelines are: expected contents of the section, or a brief description of the task effect on the current stakeholders' concerns. The execution of the suggested tasks on the SAD is not mandatory. The documenter makes the final documentation decisions based on her architecture expertise, domain knowledge, or past experiences.

3 The Next SAD Version Problem

In [15], we defined the so-called Next SAD Version Problem (NSVP) as an optimization formulation that models the transition from one given SAD version to the next one. We assume that the increment between the current SAD and the next one is the result of applying what we call documentation tasks. A documentation task takes a SAD section, which typically contains one architectural view, and increases the level of detail (or completion) of that section. For example, a task can take an empty section and add contents to it (e.g., adding a “Primary presentation” according to the V&B view template). Another task can take an overview section and make it more detailed (e.g., including an “Element catalog” in V&B terminology). From the documenter’s perspective, these tasks are units of work stored in some backlog, from which she can pick and apply the most relevant ones to the current SAD. In the context of a model of stakeholder preferences, like the one of Figure 2, updating a SAD section through certain task(s) makes direct contributions to the stakeholders’ needs. This is a key point of our approach.

In an ideal setting, the documenter would analyze the stakeholder profiles and then perform all the tasks necessary for fulfilling their preferences, which in turn would produce a new (satisfying) SAD. Unfortunately, this is seldom the case, because the choice of tasks must consider factors such as: documentation efforts allocated to the tasks (e.g., person-hours), priorities of the stakeholders, or the need of incremental SAD versions to support people’s work, among others. Furthermore, dependencies between certain sections must be considered. For instance, if a section has a detailed level of a part of the system, V&B recommends to include also a section with an overview of the same part, so that the SAD readers can easily navigate from overview to detail. This kind of relations imply dependencies between the tasks, and were not covered in [15, 36]. Therefore, for each SAD increment, the documenter must decide which tasks from the backlog will change SAD sections that best satisfy the stakeholders’ needs. In this article, we deal with the NSVP-B variant for NSVP, which can be stated as follows:

\[
\text{maximize } \text{Benefit}(\Delta)
\]

\[
\text{subject to } \text{Cost}(\Delta) \leq \text{MaxCost}
\]
Let us consider the SAD as an artifact that contains \( N \) sections (Wiki pages), each one associated to a predefined view template (from V&B). Let \( SAD_t = < d_1^t, \ldots, d_N^t > \) be a SAD version at time \( t \), in which each position of the vector corresponds to a section (or document). In this vector, \( d_k (1 \leq k \leq N) \) is its level of detail at time \( t \). We assume a discretization of the possible completion states of document \( k \). In particular, a document can be in one of 4 possible states, namely \( DS = \{ \text{empty}, \text{overview}, \text{someDetail}, \text{detailed} \} \), as illustrated in Figure 4. These states should not be interpreted as a strict order of documentation but rather as a guideline for the documenter, based on the relative importance of the sub-sections of the view template [12]. For instance, a documenter might begin adding "Rationale information", but it is recommended that she works first on the "Primary presentation" of her solution, and then describes its main elements, before providing a rationale of the solution.

Given a partially-documented \( SAD_t \), the documenter must select an update plan in order to produce a \( SAD_{t+1} \) with additional contents. Let us consider an arbitrary next version \( SAD_{t+1} = < d_1^{t+1}, \ldots, d_N^{t+1} > \). We define an increment vector \( \Delta = < x_1, \ldots, x_N > \) such that \( x_i = d_i^{t+1} - d_i^t \) (with \( x_i \geq 0 \)). Note that we assume that increments are always additive, but not all sections \( d_i \) will be necessarily updated in the next version. Based on \( DS \), we have a list with all possible tasks applicable to \( SAD_t \). That is, \( L = \{ a_{11}, a_{21}, \ldots, a_{N1}, \ldots, a_{4N} \} \) where \( a_{jk} (1 \leq j \leq 4, 1 \leq k \leq N) \) is a feasible task for document \( D_k \) that leads to a state change \( d_k \rightarrow d'_k \). The feasible tasks (i.e., applicable) depend on the current state of the SAD sections. For instance, a view can be refined with information from the sections "Element catalog" and "Context diagram", which implies a transition from overview to someDetail by means of addSomeDetail. Note that we do not model "undo" tasks.

Let \( AT = \{ \text{doOverview, addMoreDetail, complete} \} \) be a set of atomic tasks. An atomic task, if applicable, increases the detail of a SAD section. This effort is quantified as the cost of the (atomic) task. Furthermore, we map these tasks to the parts of the view template provided by V&B, as depicted in Figure 4. Task doOverview takes an empty section and asks (the documenter) to fill in the "Primary presentation" part of the view. Task addMoreDetail takes a section (having already an overview state) and tries to add information in the "Element catalog" and "Context diagram" parts. At last, task complete takes a section (having already some detail) and fills out the pending parts: "Variability guide" and "Rationale". Note that this framework can be extended with other kinds of tasks, or support other templates with different parts. Atomic tasks can be arranged in sequences to derive composite tasks. For example, if a section is in overview, it can only go to states someDetail or detailed by means of the task sequences \( < \text{addMoreDetail} > \) (atomic task) or \( < \text{addMoreDetail, complete} > \) (composite task) respectively. Along this line, the candidate tasks for a section \( d_k \) are all the allowed task sequences derivable from \( AT \) that follow the state chain doOverview \( \rightarrow \) addMoreDetail \( \rightarrow \) complete. This chain models the meaningful order in which atomic tasks should be performed on the V&B view template. With 4 atomic tasks and no undo,
we have a total of 6 possible tasks in \( L \) (not all of them are shown in Figure 4, for the sake of clarity).

On one hand, the cost of a state change \( d_k \rightarrow d_k' \) in a SAD section is assumed to be a fixed quantity. Then, we have a cost vector \( C_\Delta = <c_1, \ldots, c_N> \) with \( c_k = \text{cost}(d_k, d_k') \) and the total cost of an increment \( \Delta \), denoted by \( \text{Cost}(\Delta) \), is the sum of the individual costs of changing each section (or document). If \( d_k = d_k' \), a zero cost is assigned. \( \text{Cost}(\Delta) \) represents the production cost of the next SAD version. The cost for making the transition \( d_k \rightarrow d_k' \) is dependent on the costs of the atomic tasks being applied to the document. We assume an “atomic” cost associated to each transition in the state sequence of Figure 4. An atomic cost denotes the (documenter’s) effort of updating document \( k \) with current detail \( i \) to its next consecutive level \( i + 1 \). For a transition between not-consecutive states, we use a “composite” cost equal to the sum of the atomic costs across the transition. Certainly, estimating the costs of writing SAD sections is a subjective activity. One proxy for estimating such costs is the number of words. For instance, if a document has 1000 words and has a 100% of completeness, the atomic cost for the 3 tasks in \( AT \) can be \( c = \frac{1}{3} \).

On the other hand, the benefit (or expected utility) of an increment \( \Delta \) is a function of the vectors \( SAD_t \) and \( SAD_{t+1} \), but it also depends on the stakeholders’ preferences on the SAD contents. Similarly to the cost formulation, we assume a benefit vector \( B_\Delta = <b_1, \ldots, b_N> \) with \( b_k = \text{benefit}(d_k, d_k', \text{satisfaction}_k(S)) \), in the range \([0, 1]\) (0 means no utility, and 1 means high utility). Given a set of \( M \) stakeholders \( S = \{S_1, \ldots, S_M\} \), \( \text{satisfaction}_k(S) \) captures the combined preferences of all stakeholders on state change \( d_k \rightarrow d_k' \). In other words, \( b_k \) is the “happiness” of the stakeholders (as a whole) with an increased detail in section \( k \) of the SAD. Then, \( \text{Benefit}(\Delta) \) is computed as the sum of the benefits through all the sections, and it gives a measure of the stakeholders’ utility with the next SAD version.

\[
\text{Benefit}(\Delta) = \sum_{k=1}^{M} b_k = \sum_{k=1}^{M} \text{benefit}(d_k, d_k', \text{satisfaction}_k(S)) \tag{3}
\]

### 3.1 Dependencies among SAD sections

In order to model dependencies between SAD sections in NSVP-B, we need to consider both the different types of sections (i.e., architectural views) and their completion states. In experiments with SAD versions, if we consider that the required dependencies between sections are met in the next SAD version, we can have drops of up to 20% in the (maximized) benefit, when compared to optimizations without considering those dependencies. In Figure 4, the dotted lines exemplify dependencies between elements of the vector \( SAD_t \) in the mathematical formulation. For the case of \( N \) documents each one in 4 possible states, let us
Fig. 4 Documentation tasks for a SAD section, based on the V&B view templates

consider $N$ matrices of dimensions $4 \times 4$, and each cell of a matrix has a weight $w_{i,j}^k = 1$ if the resulting SAD has the required dependency $d_k \rightarrow d_p'$ between documents $k$ and $p$ with states $d_k \rightarrow d_p'$ respectively. Otherwise $w_{i,j}^k = 0$, in case of no required dependencies between documents, or alternatively, if the documents involved in the dependency are empty. Along this line, we can add a second objective $\text{Dependencies}(\Delta)$ grouping all the weights to in Equations 1 and 2. The closer $\text{Dependencies}(\Delta)$ is to 1 (considering a normalization based on the number of documents of the SAD), the lesser the violations of dependencies in the resulting SAD. Thus, we have the following:

$$\text{maximize } \text{Dependencies}(\Delta) = \left( \sum_{k=1}^{N} \sum_{i=1}^{4} \sum_{j=1}^{4} w_{i,j}^k \right)/(4 \times n)$$

(4)

We refer to this new formulation to as NSVP_BD ("D" for Dependencies) and the problem becomes a bi-objective optimization. To solve NSVP instances (i.e., find an optimal SAD documentation strategy), discrete optimization techniques can be applied [16], based either on exact or heuristic algorithms. In our case, the number of SAD documents ($N$) is the main contributor to problem size, affecting the choice between exact or heuristic algorithms. Real-life SAD sizes have typically 15-40 documents, depending on how critical the architecture is for the system (and hence, its documentation). In previous work [15], we explored an implementations based on SAT4J [6], and an heuristic implementation based on the NSGA-II algorithm [14] provided by the MOEA framework

2 http://moeaframework.org/
3.2 Types of satisfaction functions

When it comes to the utility associated to tasks (either atomic or composite ones) in L, we compute the utility indirectly on the basis of the stakeholders’ interests over the SAD sections. The benefit obtained from a particular section is given by \( b_k = \text{benefit}(d_k, d_k', \text{satisfaction}_k(S)) \). More specifically, computing each benefit requires the specification of i) a function \( \text{satisfaction}_k(S) \) and ii) a procedure to aggregate individual satisfactions into a single value. For every SAD section, a stakeholder can prefer any state in \( DS = \{\text{empty}, \text{overview}, \text{someDetail}, \text{detailed}\} \).

These preferences actually come from the MSI of ProSAD. Note here that empty is interpreted as the stakeholder being “not interested” in the document. For estimating \( \text{satisfaction}_k(S) \), we depart from the assumption that a stakeholder knows the “perfect” level of detail required for a section, based on her own information needs and the expected information to be conveyed by the architectural view of the section. This knowledge is modeled by functions of the form \( \text{satisfaction}_k(S) : DS \times DS \rightarrow [0, 1] \), which depend on both the actual and preferred completion states of a document. Based on our experience with architectural documentation projects, we propose three candidate functions, as described in Figure 5. Like in [36], note that other types of satisfaction functions are also possible.

![Figure 5: Satisfaction functions based on stakeholders preferences over SAD sections](image)

Function A (exact-or-nothing) gives maximal satisfaction (1.0) when the current detail of the document matches exactly the stakeholder preference, and 0.0 satisfaction otherwise. Function B (more-is-fine) proportionally increases the satisfaction value as the current detail of the document gets closer to the stakeholder preference, and beyond that point the satisfaction gets the maximal value (1.0). This reflects the situation in which the stakeholder does not care having more detail than required. Function C (more-can-be-penalized) is a variant of Function B. It begins with a proportional increase until the document detail matches the stakeholder preference, but for higher detail than required the satisfaction value decreases slightly. This situation would happen when the stakeholder is overwhelmed by an excess of information. In all functions, we set \( \varepsilon = 0.1 \) as the “allowed difference” for a matching between
a preference and a document state $d_k$. Eliciting the right satisfaction function of a stakeholder is not trivial, and it is out of the scope of this work.

After applying the satisfaction functions above, we obtain a vector $satisfaction_k(S) = < s_k(S_1), ..., s_k(S_M) >$ with $s_k(S_i) \in [0, 1]$. Examples of satisfaction vectors computed with functions A, B, and C for 5 stakeholders and a single document are shown in Figure 6. Note that two (or more) stakeholders might have competing preferences on the same document, which cannot be solved by means of the satisfaction functions (except perhaps when Function B is used). This trade-off situation means that selecting a detail level for a document might satisfy some stakeholders but might just partially satisfy others. In our model, the aggregation of the stakeholder satisfaction is computed with a weighted average based on stakeholders’ priorities. Specifically, we assign each stakeholder $S_i$ a priority $p_i$, in the range $[0, 10]$, where 0 is the lowest priority and 10 is the highest one. This priority can be defined by the role that the stakeholder plays in the project.

<table>
<thead>
<tr>
<th>Document k (someDetail)</th>
<th>$S_1$</th>
<th>$S_2$</th>
<th>$S_3$</th>
<th>$S_4$</th>
<th>$S_5$</th>
</tr>
</thead>
<tbody>
<tr>
<td>Preference</td>
<td>overview</td>
<td>detailed</td>
<td>detailed</td>
<td>someDetail</td>
<td>empty</td>
</tr>
<tr>
<td>function A ⇒</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>1.00</td>
<td>0.00</td>
</tr>
<tr>
<td>function B ⇒</td>
<td>1.00</td>
<td>0.75</td>
<td>0.75</td>
<td>1.00</td>
<td>1.00</td>
</tr>
<tr>
<td>function C ⇒</td>
<td>0.33</td>
<td>0.75</td>
<td>0.75</td>
<td>1.00</td>
<td>0.00</td>
</tr>
</tbody>
</table>

Fig. 6 Example of converting stakeholder preferences to satisfaction values

4 Towards a Robust Formulation of NSVP-BD

A limitation of the previous formulation is that both the costs (of atomic tasks) and the priorities of the stakeholders (for the calculation of the aggregate satisfaction function) need to be known in advance. Although these parameters can be estimated by the documenter (or by an expert), the estimations are subject to uncertainties. Furthermore, when solving NSVP instances using optimization algorithms such as SAT4J or NSGA-II, we observed that different choices for costs and priorities often led to variations in the (maximal) benefit of the SAD. For this reason, we were interested in applying robust optimization techniques to NSVP. Robust optimization is an operational research framework that identifies and quantifies uncertainty in optimization problems [7]. This framework admits that some aspects (or parameters) are uncertain, and builds up models which seek robust solutions, i.e., even in the presence of noisy input data, the models can produce solutions with good quality. However, this desired robustness generally comes with some loss in solution quality which is usually known as the “price of robustness” [8]. As a prerequisite for such
a robust formulation, it is necessary to know what parameters of the NSVP optimization have the greatest influence on the maximal benefit. One way of doing this study is via sensitivity analysis [41]. In particular, we used global sensitivity analysis, as all parameters of interest can be varied simultaneously over the entire parameter space.

4.1 Global sensitivity analysis

A well-known method is Sobol’s Sobol [44], which applies variance decomposition techniques to provide a quantitative measure of the contribution of the inputs to the output variance. The decomposition of the output variance employs the principles of factorial design, but the analysis is not intended to identify the causes of the input variability. It just indicates what impact and to what extent each parameter will contribute to the model output. A nice feature of Sobol’s method is that no assumptions are made about the model inputs and output. The application of Sobol’s sensitivity analysis is summarized in Figure 7. First, a sample of parameter values is generated. Second, the parameters are run through the model. In our case, the model is an optimization algorithm for NSVP. Third, the so-called Sobol indices are computed. There are two types of indices of relevancy to our work: total-order and first-order indices. First-order sensitivity indices reflect the “main effect”, and are used to measure the fractional contribution of a single parameter to the output variance. Total-order indices, in turn, take into account the main, second-order and also higher-order effects of the parameters on the output variance. The interpretation of the analysis is that the higher the value of sensitivity indices, the more influential the respective parameters for the model. Usually, a threshold of 0.5 is used to distinguish important (i.e., most sensitive) parameters in complex models. In addition, the most sensitive parameters should have a narrow confidence intervals in the calculation, normally less than 10% of the indices values. For our work, we employed the implementation of the Sobol sensitivity analysis provided by the MOEA framework.

Since the Sobol analysis can only be performed on a single objective, we preferred to tackle the benefit objective, and cast the dependencies objective as a constraint. For the purposes of sensitivity analysis, we defined $\text{MinDependency} \in [0, 1]$ so that Equation 4 becomes $\text{Dependencies}(\Delta) \geq \text{MinDependency}$. Both $\text{MaxCost}$ and $\text{MinDependencies}$ were treated as parameters in the analysis (see $\text{CostConstraint}$ and $\text{DependencyConstraint}$ in Figure 7, respectively).

Figure 8 shows the results of the sensitivity analysis performed on a real-life SAD, called Clemson Transit Assistance System (CTAS). The study involved an input set of 16 parameters and the usage of the 3 satisfaction functions above. For simplicity, we assumed that each of 3 atomic tasks had the same

---


4 http://people.cs.clemson.edu/~johnmc/courses/cpsc875/resources/Telematics.pdf
Fig. 7 Steps of the Sobol sensitivity analysis applied to NSVP BD

cost for all the SAD documents. Initially, the CTAS SAD had 20 documents (many of them nearly empty) and a completion level of 14%. For this SAD, we had a set of 10 stakeholders with varying priorities. In the analysis of first-order effects, we noticed that the CostConstraint per SAD increment (MaxCost in Equation 2) is the most important parameter (index $\geq 10\%$), and then a moderate influence of the priorities of stakeholders ($P1$ to $P10$). When it comes to the analysis of total-order effects, the CostConstraint turned to be the most important parameter as well ($20\% \leq$ index $\leq 50\%$). An interesting observation here was that the choice of the satisfaction function (either A, B or C) somehow affects the contribution of CostConstraint. The remaining parameters, including the costs of tasks (CompleteAction, AddMoreDetailAction, DoOverviewAction), showed a moderate influence from the perspective of total effects. Nonetheless, since their respective indices were always in the range $10 - 20\%$, they must be considered as a source of variations in the benefit. We believe that the costs of tasks had a greater (and significant) index for total effects than for first-order effects because these costs are dependent on the maximum allowed cost (CostConstraint). In all the cases, we should also notice a marginal influence of DependencyConstraint on the output.

A first conclusion of the previous analysis is that the value of MaxCost chosen for a SAD increment affects the attainable benefit when maximizing Benefit($\Delta$). This relation makes sense if we recall that NSVP can be seen as a variant of the so-called knapsack problems. However, a less obvious conclusion is that, in order to reduce possible variations in Benefit($\Delta$) due to adjustments of the (other) parameters of NSVP, we should try to control: i) the priorities assigned to the stakeholders, and ii) the costs of the documentation tasks. In the following, we extend the optimization model of Section 3 in order to incorporate different types of uncertainties.
4.2 Adding robustness to stakeholder priorities and costs

The first robustness strategy has to do with our measure of the stakeholders' satisfaction. This measure can be uncertain, as it depends on the satisfaction function chosen and also on the priorities assigned to the stakeholders. As discussed in [37], this type of uncertainty can be quantified in a discrete and probabilistic way, using the concept of scenarios [48]. In this context, a scenario comprises a set of values that represent the occurrence of certain events. In our case, these events have to do with varying priorities for the stakeholders in \( \text{satisfaction}_k(S) \). More formally, let \( \text{Scenarios} = \{e_1, e_2, ..., e_Q \} \) where each scenario is represented by \( e_i = \{p_{i1}^k, p_{i2}^k, ..., p_{iM}^k \} \) with \( p_k \) being an arbitrary stakeholder priority in scenario \( e_i \). Each \( e_i \) leads to an aggregate value \( \text{satisfaction}_k(S) \). In the assignment of possible values to the scenarios, we
need to consider the probability of those events actually taking place. For each scenario \( e_i \), it is defined an occurrence probability \( r_{ei} \), with \( \sum_{i=1}^{Q} r_{ei} = 1 \). Thus, we can re-write Equation 3 and substitute the term \( satisfaction_k(S) \) by a set of scenarios:

\[
Benefit(\Delta) = \sum_{e=1}^{Q} \left( \sum_{k=1}^{M} benefit(d_k, d_k', satisfaction_e^k(S)) \right) \ast r_e
\]  

(5)

Note that Equation 5 can be seen as a generalization of Equation 3. If we consider a single scenario \( e \), then we obtain Equation 3.

The second robustness strategy refers to the documentation costs, which have a kind of uncertainty that is different from that of stakeholder satisfaction. Here, we quantify the uncertainty related to cost in a deterministic and continuous way, as done in [Ref-paper-souza]. In addition to the cost \( c_i \) of each (atomic) task, we consider a value \( c_{\varepsilon i} \) that indicates the maximum expected cost variation. In other words, a given cost can be in the range \( [c_i - c_{\varepsilon i}, c_i + c_{\varepsilon i}] \).

Along this line, we can write \( Cost(\Delta) \) as:

\[
Cost(\Delta) = \sum_{k=1}^{N} c_i + \sum_{k=1}^{N} c_{\varepsilon i}
\]  

(6)

The cost calculation above guarantees that, even when all the costs reach their upper bounds \( c_{\varepsilon i} \), the cost restriction will be satisfied. This schema is the most conservative one, because all the costs have worst-case values. A more realistic schema is to consider only some worst-case costs. If \( \rho = c_{\varepsilon i} / c_i \) is the percentage of cost variation, we can define a function \( worstCases(\delta, \rho) \) that sums up only the \( \delta \) worst cases for a given \( \rho \). Equation 6 becomes:

\[
Cost(\Delta) = worstCases(\delta, \beta) + \sum_{k=1}^{N} c_{\varepsilon i}
\]  

(7)

Overall, the robust formulation of NSVP_BD becomes a matter of substituting Equations 1 and 2 by Equations 5 and 7, respectively. Since the parameter \( DependencyConstraint \) did not seem to be influential in our sensitivity analysis, we did not consider a robustness strategy for the objective \( Dependencies(\Delta) \).

Figure 9 shows the maximal benefit obtained in the robust and non-robust (normal) formulations of NSVP_BD, for our two strategies: i) stakeholder priorities, and ii) documentation costs. We ran our NSGA-II algorithm for solving 200 samples of the CTAS SAD and then computed metrics such as: average benefit, average benefit variance, percentage of robustness (gain), and price of robustness (loss). The priorities and probabilities of the different scenarios were randomly generated. The percentage of robustness is the difference between the variance of the robust distribution \( \sigma^2_R \) and that of the non-robust one \( \sigma^2 \). That is, \( \% robustness = \sigma^2 - \sigma^2_R / \sigma^2 \ast 100 \). The “price
of the robustness” is the difference between the average of the robust distribution ($\mu_R$) and the non-robust one ($\mu$), divided by the former. That is, $\text{priceOfRobustness} = \frac{\mu - \mu_R}{\mu_R} \times 100$. As it can be seen in Figure 9, the first strategy (a) proved to be the most effective one, as it contributed to significantly reduce the variance in the benefit by sacrificing a 35% of its quality. In the second strategy (b), the variance was slightly reduced when compared to the normal case, with a minimal cost of robustness.

Figure 10 shows the variations in the cost of robustness (loss) due to variations in function $\text{worstCases}(\delta, \rho)$, being $\delta$ the number of cost worst-cases for the documentation tasks and $\rho$ the percentage of cost variation in those tasks. We again ran the NSGA-II algorithm over 200 samples based on the CTAS SAD. In the table, we departed from an initial price of robustness of 34% as an optimistic value, which progressively gets worst (gray cells in Figure 10) as we move along the axes and both $\delta$ and $\rho$ are increased. Thus, in more realistic settings, the metrics show that the cost of robustness can go up to a 10% of the initial value.

Despite more empirical work and involving different SADs is needed, we can say that a reasonable guideline to make NSVP_BD more robust is to apply the strategy of scenarios for the stakeholders priorities, and also tune the parameters $\delta$ and $\rho$ adequately, so as to obtain a good tradeoff between the percentage of robustness and its associated cost.

5 Learning Stakeholders Preferences with respect to Views

In our approach, we model the stakeholders’ preferences with a matrix called MSI that stores the level of interest of the current SAD section (columns) for
Fig. 10 Variations in cost of robustness, depending on percentages of documentation costs (MaxCost = 30)

a given stakeholder (rows). In a way, we can think of these interests of each stakeholder as its user profile [43]. Initially, the profiles for the different stakeholder types are derived from the V&B matrix of Figure 2. However, these profiles do not remain static, as stakeholders normally change their interests (or preferences) on the views (SAD sections) over time. As shown in Figure 3, ProSAD relies on a profiling component that monitors the access of the stakeholders to the Wiki-based SAD and generates user profiles. As stakeholders browse the SAD, their profiles are enriched with information coming from Wiki documents via Natural Language Processing (NLP) techniques [3] and implicit interest indicators [11, 1].

Basically, the NLP processing extracts the key tokens of the text by means of syntactic/semantic analyses of the Wiki pages. The interest indicators refer to time spent on reading a page, number of visits, mouse scrolls, mouse clicks, and the ratio between scrolls and time (which represents the frequency of scrolls while reading of Web page), among others. With all this information, the profiling component is able to establish links between a given profile and the SAD sections that best match that profile, so as to update the MSI. A general schema of the working of this component is shown in Figure 11. For more details of the profile construction techniques, please refer to [35].

The design consists of a semi-automated pipeline that: i) generates user profiles, ii) generates document representations, and iii) computes matching relationships among users and SAD sections. We refer to these relationships as relevance links. The relevance links are computed on the basis of the similarity between the user profiles and the document representations. Both the user profilers and the document representations are term-based vectors. The pipeline computes a set of weighted links between users and sections, in which the weights indicate the relevance of the sections for each stakeholder.

We should note that the V&B matrix (Figure 2) and the MSI matrix (Figure 11) are slightly different in their contents. First, the V&B matrix shows types of stakeholders (roles) and architectural view types, while the MSI models individual stakeholders (i.e., persons playing stakeholder roles of V&B) and instances of architectural views (as prescribed by the V&B templates). Second, the cells of the V&B matrix deal with detail level using an ordinal scale.
Fig. 11 Pipeline for constructing stakeholder profiles and updating the MSI

(detailed information, overview information, some details, anything), while those of MSI refer to interest degree using a numerical scale ([0, 1]). For this reason, we need to map the information provided by the relevance links to the MSI. To do so, we simply assign a numeric value to each ordinal value of V&B, namely: anything $\mapsto 0$, overview $\mapsto 1/3$, some details $\mapsto 2/3$, and detailed $\mapsto 1$. As a result, the MSI is ready to be consumed by the optimizing component (i.e., the documentation assistant).

6 Related work

Several architecture documentation methods exist in the literature [13, 22, 30, 40]. Common to all these methods is the prescription of a SAD structure (i.e., templates) and the use of views for different system viewpoints. These viewpoints might be related to stakeholders' concerns. Nonetheless, the methods do not provide guidelines for creating the documentation package, except for the steps suggested by V&B. Thus, the documenter is responsible for determining how the SAD contents will be staged for delivery.

Lattanze [31] classifies architecture documentation strategies into horizontal and vertical ones, emphasizing that both require SAD planning as well as identification of stakeholders and their information needs. In a vertical strategy, custom documents are created for specific stakeholders. These documents might have duplication or require considerable efforts, but the SAD will certainly fulfill the stakeholders' needs. V&B falls in this category, although it helps documenters save some efforts, if the method is applied in a disciplined way. In a horizontal strategy, on the contrary, the documenter creates small, isolated documents and then tries to reuse them to form documentation suites for specific stakeholders. Usually, some writing has to be added to link the
Producing Just Enough Documentation: An Optimization Approach

documents together. Thanks to the reuse, this strategy reduces the SAD production efforts and its maintenance. Currently, our assistant implements a vertical strategy but it can accommodate a horizontal one with some modifications.

As it regards the profiling of documentation readers, Su [45] proposed an automated approach based on pieces of architectural information, called chunks. These chunks are the result of specific exploration paths followed by a user when reading a SAD. When a new user is about to navigate the SAD, a tool recommends her candidate sections by reusing previous (similar) exploration paths. This approach effectively assists readers to find information, but unlike our approach, it does not support documentation strategies.

Different authors have reported experiences with Wikis applied to architecting tasks [2]. Bachmann and Merson [2] discussed the role of a Wiki to record technical documentation in a collaborative setting, and specifically, how to use a Wiki with V&V documentation. Farenhorst et al. built JIT AK Portal to capture architecture knowledge and share it among architects, but not among other stakeholders. Another related tool is Knowledge Architect [27], which supports the retrieval of knowledge for multiple stakeholder types, although only focused on the reader’s side. Neither JIT AK Portal nor Knowledge Architect consider the process of producing architectural contents, which is the cornerstone of our tool. Graaf et al. [20] conducted an empirical study on Wiki-based SADs. The SAD is built on top of a semantic Wiki equipped with annotations, using an ontology of architecture concepts. We believe semantic Wikis are an interesting feature for boosting the “intelligence” of our documentation assistant.

We have performed a comparative analysis of the different approaches we have found in the literature according to different aspects we consider that an efficient and stakeholder-centric documentation approach should meet. These requirements are based on several factors, which include the opinion of experts in the field [13, 40, 38, 21], current standards on architectural documentation [25, 24] and the experience of several researchers (including ours) with industrial projects [23, 47, 39, 4]. In our context, efficient means that the documentation process should optimize the use of resources to achieve good quality documentation. In addition, a documentation approach should produce documentation that satisfies its readers and that provides real value for the project, while also it should help the readers to recover relevant contents from large knowledge databases. To this end, it is advisable to follow a process centered in the stakeholders’ interests and information needs. In summary, the requirements for a documentation approach should be the following:

- R#1: ensure the satisfaction of stakeholders’ interests. High-quality documentation should be produced from readers’ perspective rather than from writers’ perspective. A documentation approach should capture and model the stakeholders’ interests to produce useful documentation. This complies with current standards for architectural documentation [25].
- **R#2: consider stakeholders’ priorities.** Given that not every stakeholder has the same level of importance within a software project, documentation efforts should be centered in satisfying the information needs of key stakeholders. This strategy allows to produce useful documentation with a limited amount of resources.

- **R#3: follow an efficient production process.** An efficient documentation process is essential when software projects have tight agendas and limited resources for documentation activities [23]. To achieve an efficient process, it should be planned [28]. A documentation approach should provide a framework to plan the production of architectural documentation. In addition, since planning the process in an cost-effective manner is not a trivial task, the approach should provide support mechanisms. Ideally, a good documentation plan should provide a high-level of coverage of stakeholders’ interests with a reduced documentation effort.

The results of our analysis are summarized in Table 6, in which the approaches are compared according to the following features:

- **Goal (G).** The main goals of the approach, which could be: architecture knowledge management and recovery, efficient documentation production, produce high-value documentation.
- **Tool support (TS).** Whether the work includes a tool to facilitate its adoption.
- **Type of documentation (TD).** The type of documentation targeted by the work (e.g., architecture, rationale, requirements)
- **Target stakeholders (TS).** The type of stakeholders that are benefited from the research work.
- **Stakeholder-centric (SC).** Whether the approach considers the stakeholders’ interests and produces reader-oriented documentation.
- **Stakeholder priorities (SP).** Whether the approach considers the stakeholders’ priorities during the process.
- **Efficient process planning (EPP).** Whether the proposal provides some sort of assistance to plan the documentation process in an efficient manner.
- **Empirical evaluation (EE).** The proposal has been empirically evaluated to demonstrate its usefulness.
<table>
<thead>
<tr>
<th>Author(s)</th>
<th>G</th>
<th>TS?</th>
<th>TD</th>
<th>TS</th>
<th>SC?</th>
<th>SP?</th>
<th>EPP?</th>
<th>EE?</th>
</tr>
</thead>
<tbody>
<tr>
<td>Clements et al. [12, 13]</td>
<td>produce high-value documentation</td>
<td>no</td>
<td>architecture</td>
<td>multiple</td>
<td>yes (matrix static model)</td>
<td>no</td>
<td>no (some basic guidelines)</td>
<td>no</td>
</tr>
<tr>
<td>Rozanski et al. [40]</td>
<td>produce high-value documentation</td>
<td>no</td>
<td>architecture</td>
<td>multiple</td>
<td>yes (no explicit model)</td>
<td>no</td>
<td>no (some basic guidelines)</td>
<td>no</td>
</tr>
<tr>
<td>Kruchten [30]</td>
<td>produce high-value documentation</td>
<td>no</td>
<td>architecture</td>
<td>technical stakeholders</td>
<td>no</td>
<td>no</td>
<td>no</td>
<td>no</td>
</tr>
<tr>
<td>Hofmeister et al. [22]</td>
<td>produce high-value documentation</td>
<td>no</td>
<td>architecture</td>
<td>technical stakeholders</td>
<td>no</td>
<td>no</td>
<td>no</td>
<td>no</td>
</tr>
<tr>
<td>Naeem et al. [33]</td>
<td>produce high-value documentation</td>
<td>no</td>
<td>architecture</td>
<td>multiple</td>
<td>yes (through the OSV)</td>
<td>no</td>
<td>no</td>
<td>yes (preliminary)</td>
</tr>
<tr>
<td>Farenhorst et al. [18, 19]</td>
<td>AK management and recovery</td>
<td>yes</td>
<td>architecture</td>
<td>architect</td>
<td>no</td>
<td>no</td>
<td>n/a</td>
<td>yes (preliminary)</td>
</tr>
<tr>
<td>Author(s)</td>
<td>G</td>
<td>TS?</td>
<td>TD</td>
<td>TS</td>
<td>SC?</td>
<td>SP?</td>
<td>EPP?</td>
<td>EE?</td>
</tr>
<tr>
<td>----------------------------</td>
<td>-----------------------------</td>
<td>-----</td>
<td>--------------</td>
<td>--------</td>
<td>-----</td>
<td>-----</td>
<td>------</td>
<td>-----</td>
</tr>
<tr>
<td>Jansen et al. [27]</td>
<td>AK management and recovery</td>
<td>yes</td>
<td>architecture</td>
<td>multiple</td>
<td>no</td>
<td>no</td>
<td>n/a</td>
<td>yes</td>
</tr>
<tr>
<td>Boer y van Vliet [9]</td>
<td>AK management and recovery</td>
<td>no</td>
<td>architecture</td>
<td>auditor/evaluator</td>
<td>no</td>
<td>no</td>
<td>n/a</td>
<td>yes</td>
</tr>
<tr>
<td>Su et al. [45, 46]</td>
<td>AK management and recovery</td>
<td>yes</td>
<td>architecture</td>
<td>multiple</td>
<td>yes (dynamic preference model)</td>
<td>no</td>
<td>n/a</td>
<td>no</td>
</tr>
<tr>
<td>Castro-Herrera et al. [10]</td>
<td>support requirements elicitation</td>
<td>no</td>
<td>requirements</td>
<td>multiple</td>
<td>yes (dynamic preference model)</td>
<td>no</td>
<td>n/a</td>
<td>yes (preliminary)</td>
</tr>
<tr>
<td>Fallesi et al. [17]</td>
<td>efficient documentation production</td>
<td>no</td>
<td>architecture (rationale)</td>
<td>multiple</td>
<td>no</td>
<td>no</td>
<td>no</td>
<td>yes</td>
</tr>
<tr>
<td>Hadar et al. [21]</td>
<td>efficient documentation production</td>
<td>yes</td>
<td>architecture</td>
<td>multiple</td>
<td>no</td>
<td>no</td>
<td>no</td>
<td>no</td>
</tr>
<tr>
<td>Author(s)</td>
<td>G</td>
<td>TS?</td>
<td>TD</td>
<td>TS</td>
<td>SC?</td>
<td>SP?</td>
<td>EPP?</td>
<td>EE?</td>
</tr>
<tr>
<td>------------------</td>
<td>-----------</td>
<td>-----</td>
<td>-----------</td>
<td>----------</td>
<td>--------------------------</td>
<td>-------------------</td>
<td>---------------------------</td>
<td>-----</td>
</tr>
<tr>
<td>Savolainen et al. [42]</td>
<td>efficient documentation production</td>
<td>no</td>
<td>architecture</td>
<td>multiple</td>
<td>yes (static model)</td>
<td>no</td>
<td>no (some basic guidelines)</td>
<td>no</td>
</tr>
</tbody>
</table>
Table 6 shows that, currently, there is not an integral, empirically-evaluated approach that meets all the above requirements. All works lack some important features. On the one hand, there is a subset of works towards the stakeholder-centric recovery of architectural knowledge, but they do not employ the acquired information about preferences to produce high-value documentation or to perform an automated recovery process. On the other hand, there is another subset of works that focus on the reduction in the effort required to produce architectural documentation by identifying low-value contents. However, this sort of works do not provide usually software tools to facilitate its adoption and do not follow a stakeholder-centric strategy to select those contents, so the satisfaction of the key stakeholders can not be guaranteed.

7 Conclusions and future work

In this work, we have proposed a robust and stakeholder-centric approach and tool support for optimizing the information contents of software architecture documents. In ProSAD, the strategy for managing the architecture knowledge is driven by the needs of the stakeholders interested in the SAD, but it also considers the document production efforts. The problem of generating a satisfying SAD is seen as a discrete optimization problem and can be solved either with exact or heuristic algorithm (e.g., NSGA-II). We have developed tool support for ProSAD in the form of a documentation assistant to the architect. In particular, we have leveraged on the concepts and guidelines of the V&B documentation model and mapped this model to a formulation called NSVP, which constitutes a novel aspect of the proposal.

In this article, we have improved the NSVP formulation in several ways, namely: i) consideration of SAD dependencies, which turn out NSVP into a bi-objective optimization problem; ii) sensitivity analysis of model parameters, which led to a robust formulation of NSVP; and iii) integration of user profiles that capture the dynamics of the stakeholders with respect to the SAD. We have performed some preliminary evaluations on specific SAD instances with good results. This provides initial evidence that ProSAD is feasible and practical for architects.

The contributions of our approach are two-fold. First, unnecessary information is not documented, with the consequent effort savings. There is a well-known relationship between the amount of software documentation and its usefulness. Beyond a certain point, the usefulness of documentation decreases when more information is added, because finding relevant information becomes more and more difficult as the overall amount of documentation increases. Second, the (stakeholder-centric) motivation for having architecture knowledge is reinforced (i.e., made it concrete via specific tasks) in the development team.

Nonetheless, more experiments with users and real-word case-studies are needed in order to confirm our partial results. The current robust framework can be improved regarding the usage of satisfaction functions. It seems possible to “reuse” the same idea of starting with a basic MSI and periodically update
it via learning for the case of satisfaction functions. For instance, we could depart from a predefined satisfaction function and then make adjustments to it based on (learning from) stakeholders’ feedback. As for the integration of user profiling techniques in ProSAD, we argue that the component can have a dual purpose, supporting the writers and the readers of the SAD. On the reader’s side, a personalization tool could identify potentially-relevant SAD sections for specific stakeholders, alleviating information overload problems [35]. As future work, we would like to study measures for quantifying the internal quality of a SAD, and possibly incorporate it as a third objective in our optimization formulation. Another line of work is to apply our approach to process a large information repository in order to extract small documentation suites for particular goals. This scenario would need “undo” tasks in our optimization framework.

Finally, as a long-term research goal, we want to investigate if our approach can be customized to other information domains. Along this line, we speculate that the production planning strategy can be applicable to other documentation artifacts or content-management systems, as long as some documentation structure is available and the information items can be linked to user profiles.

Acknowledgments

This work was partially supported by ANPCyT (Argentina) through PICT Project 2011 No. 0366, and also by CONICET (Argentina) through PIP Project No. 112-201101-00078.

References

Producing Just Enough Documentation: An Optimization Approach

http://dx.doi.org/10.1109/WICSA.2008.20


