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Abstract

In this paper we describe the history, performance, and design concepts of
direct solvers for algebraic systems resulting from Galerkin discretizations of
partial differential equations. Popular direct solver implementations of Gaussian
elimination (also known as LU factorization) are introduced and briefly analyzed.
We discuss three of the most relevant aspects influencing the performance of
direct solvers on this kind of algebraic systems. First, the ordering of the
degrees of freedom of the algebraic system has a significant impact on the solver
performance, solution speed and memory requirements. The impact of unknowns
ordering for elimination is exemplified and alternative ordering algorithms are
described and compared. Second, the effect of round-off error on the simulation
results is discussed. We detail this effect for uniform grids where the impact
of round-off error on the solution is controlled by the condition number of the
matrix in terms of the element size, but is independent of the polynomial order
of approximation. Additionally, we discuss the link between unknown ordering
and round-off error. Third, we describe the impact of the connectivity pattern
(graph) of the basis functions on the performance of direct solvers. Variations in
the connectivity structure of the resulting discrete system have severe impact on
performance of the solver. That is, the resources needed to factorize the system
strongly depend on its connectivity graph. Less connected graphs are cheaper to
solve, that is, C0 finite element discretizations are cheaper to solve with direct
solvers than Cp−1 discretizations.
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1 Introduction

Numerical simulation is fundamental to many technological and scientific endeavors.
These applications affect our daily life and our understanding of our world. At the
core of these scientific applications lies the efficient solution of linear systems of
equations generated by the discretization technique adopted. Over the last twenty
years, a revolution in Simulation-Based Engineering Science has occurred [71].
Simulations based on mathematical models that more faithfully account for the
details of reality while using high-accuracy discretization methods are the norm
presently (c.f., [63, 94]). Faster algorithms and faster hardware have made this
revolution possible. Thus, simulation is increasingly important in medicine (drug
delivery [18, 52, 62], stent design [6], tumor detection [37, 38], cardiovascular
disease [9, 11]), environmental hazard assessment (earthquake and tsunami early
warning systems, severe storm forecasting [69], climate change analysis [70]), energy
(oil recovery and prospection, alternative energies such as wind turbine design [12, 54]
and structural optimization [29, 30, 42]), and transportation, one of the biggest energy
expenditures of humanity (car, train, and airplanes design [43]). Most of these
simulations rely on the efficient solution of one or several large systems of linear
equations. Additionally, quantitative assessment of the uncertainty induced to the
simulation results by uncertainty in the data, error in the theoretical models as well
as numerical error in the representation imply that these large systems of equations
need to be repeatedly solved. For example, uncertainty in the simulation predictions
can be quantified using Monte Carlo simulations, which require a complete simulation
for every materialization of the model parameters [68].

In this paper, we focus on the solution of linear systems arising from the use of
Galerkin methods such as Finite Elements (FE) [17, 22, 31, 32, 56], Discontinuous-
Galerkin (DG) [23], Petrov-Galerkin (PG) [59], and Isogeometric Analysis (IGA) [27].
Galerkin methods are widely employed in the mathematical modeling of a variety
of industrial applications. For example, FE methods are routinely used for: (a) the
design of civil engineering structures such as bridges, skyscrapers, and other large
buildings by solving, for example, elasticity equations, (b) prospection of oil, gas, and
other precious materials in the Earth’s subsurface using electromagnetic, acoustic, and
nuclear measurements, (c) design of nanoparticles and meta-materials, (d) design of
sonars, radars, and other detection systems, (e) weather simulation and other fluid-
flow problems by solving Navier-Stokes equations, (f) image segmentation by solving
convection dominated diffusion equations, and so on. Other Galerkin methods such
as DG, PG, and IGA are also employed to solve either of the above applications,
and thousands of articles are published monthly on different applications of Galerkin
methods. The main difference between these Galerkin methods is the choice of basis
functions, which has far-reaching consequences: While DG utilizes discontinuous
basis functions, FE methods employ C0-continuous functions and IGA makes use of
basis functions with high regularity (Ck with k ≥ 0). PG employs different trial and
test basis function spaces to achieve stability and accuracy.

Although the focus is on linear systems arising from Galerkin discretizations,
we emphasize that most of the content presented in this paper is extensible to other
numerical methods such as finite differences (FD) and finite volumes (FV).



Direct Solvers for Galerkin Methods 109

There exist two classes of methods for solving a linear system of equations: (a)
direct methods, which deliver the exact solution in one step, and (b) iterative methods,
which provide an approximate solution of prescribed quality by following an iterative
process.

While the use of iterative solvers typically requires less computational resources
(time and memory) than direct solvers, they suffer from a number of problems. First,
iterative solvers often present severe convergence problems. Thus, different solvers are
needed for each application (elasticity [36], electromagnetism [50], fluid dynamics [5])
and numerical methods (h-FEM [16], p-FEM [7], hp-FEM [75, 76], DG [46], PG,
IGA [13, 20], etc.). Second, in addition to the convergence problems, iterative solvers
may be slower than direct solvers when a problem with multiple right-hand-side needs
to be solved, as it occurs in the case of gradient-based inverse methods in order to
compute the Jacobian and Hessian matrices. Iterative solvers may also be slower
than direct solvers when several matrices with a common set of rows and columns
need to be solved, as it occurs in mesh-based methods when local grid-refinements
are performed. Moreover, direct solvers are a main building block of most iterative
solvers. Thus, direct solvers become essential in many applications. Thus, here we
focus on the history, performance, and design of direct solvers.

There exist several direct methods for the solution of a linear system of equations,
including LU factorization, QR factorization, and singular value decomposition [45].
The fastest method is LU factorization, also known as Gaussian elimination, which is
by far the most used algorithm for the direct solution of a system of linear equations.
While other methods such as QR factorization may offer added stability minimizing the
effect of round-off error, they are simply non-competitive in terms of computational
efficiency. The main principle of the LU factorization algorithm is to decompose
the original matrix A into the product of a lower triangular matrix L with an upper
triangular matrix U .

There exist several variations of the LU factorization algorithm. For the case of
a symmetric matrix A, then U becomes LT , and LU factorization is called Choleski
factorization [45]. Additional alternatives are left-looking, right-looking, and Crout
variants [33], which may be convenient for particular applications mainly in context
of parallel computations. For the case of sparse matrices, it is also important to avoid
operations with the zeros of the matrix, and to produce L and U factors that are as
sparse as possible. State-of-the-art implementations of the LU factorization algorithm
for sparse matrices include the frontal [34, 58] and multi-frontal solvers [35, 39].
The latest trends on this area include efficient parallelization techniques (see e.g., [3,
48, 64]) and application-specific implementations that take advantage of the data-
structures of the Galerkin method, such as the work of [14, 61, 79–82]. In the literature
there is a number of review papers about direct multi-frontal solvers (e.g., [65]), while
detailed performance comparison of the most prominent solver implementations can
be found in [47].

The main approach of all existing papers, books, and reviews has been to design
the best possible direct solver of linear equations for a given discretization. In
here, in addition to provide a comprehensive review of direct solvers for non-expert
readers, we present a unique approach that significantly differs from previous works:
we analyze how the best existing direct solvers perform when applied to different
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Galerkin discretizations. Thus, the work presented herein is an introduction and
review of direct solvers as well as a guide to select the optimal Galerkin method
(discretization) from the point of view of the direct solver performance. This analysis
complements the existing one on different Galerkin methods, where they typically
display only the discretization error versus problem size [1, 28]. The analysis of
problem size versus computational resources described in this paper complements the
existing results and provides a complete picture of the advantages and disadvantages
of each Galerkin method (discretization). This description follows closely our work on
the area [19, 24, 25]

In this review paper, we discuss the main advantages and disadvantages of most
interesting variations of the LU solver when applied to systems arising from Galerkin
discretizations. We describe in detail the main ingredient to achieve good performance,
namely, correct ordering of the unknowns. We also provide a comparison of the
performance of some of the most efficient direct solver implementations when applied
to systems arising from different Galerkin discretizations. From this analysis, we
conclude that some discretizations deliver matrices that are easier to solve.

Before closing this introduction we briefly describe a family of solvers introduced
over the last ten years. This family of solvers based on the idea of H-matrices [49]
and other compression methods has been proposed by several researchers (e.g., [87,
88, 98]). Some authors referred to them as “direct solvers” or “fast direct solvers”.
Clearly, they cannot be classified as iterative solvers, since they provide a solution in
one step (no iteration occurs). However, and in contrast to traditional direct solvers,
this new family only provides an approximate solution. Furthermore, their accuracy
depends upon the discretization and equation to be solved, and different compression
strategies need to be designed for each equation. Thus, we believe a more adequate
name perhaps could be “one step solvers” or “approximate direct solvers”. In any
case, we shall not consider them in this paper, in the same way we do not consider
iterative solvers that converge in one step.

The structure of the paper is as follows. We first describe the frontal and multi-
frontal solvers, including the most popular commercial and non-commercial direct
solver implementations. Then, we analyze in detail the issue of ordering of the
unknowns, which is at the core of obtaining superior performance. At this point, we
review the latest trends on the newest mesh-based ordering algorithms. Since ordering
also affects to the round-off error delivered by the solver, this issue is illustrated with a
one-dimensional example. Then, we study the performance of two direct solvers when
applied to different Galerkin methods. Following, we provide a short discussion on
parallel direct solvers, we describe a number of real-world applications to motivate the
open issues and future challenges on the topic, and we state some conclusions.

2 Frontal and Multi-frontal solvers

We begin with a short introduction of existing algorithms for performing LU
factorization on sparse matrices. The most typical state-of-the-art algorithms are
the frontal and multi-frontal solvers. The frontal solver [34, 58] browses blocks of
unknowns (typically finite element contributions), one-by-one, and when possible it
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performs Gaussian elimination of fully assembled unknowns from the single front
matrix. The multi-frontal solver [35, 39] constructs the assembly tree based on
the analysis of the connectivity (graph) of the matrix, that is, the topology of the
computational mesh. Then, finite elements are joint into pairs and unknowns are
eliminated within frontal matrices associated to multiple branches of the elimination
tree. The process is repeated until the root of the assembly tree is reached. Finally, the
common interface problem is solved and partial backward substitutions are recursively
performed on the assembly tree.

The process of elimination of frontal and multi-frontal solvers is performed via the
Schur complement operation. Let the square matrix A be decomposed into a block
structure as:

A =

[
B C
D E

]
, (1)

where each block is full (all logical entries may be non-zero). The Schur complement
method consists of performing partial LU factorization of the square submatrix B to
obtain:

A =

[
I 0

DB−1 I

] [
B 0
0 E-DB−1C

]
.

[
I B−1C
0 I

]
, (2)

where the term E-DB−1C is known as the Schur complement.
Some of the most popular and efficient direct solvers of sparse matrices include

MUMPS [67], PARDISO [72], and HSL [53]. All of them are designed for both
sequential and parallel machines. Other solvers include SuperLU [95], SPOOLES [93]
and UMFPACK [97]. A comparison on the performance and features of these solvers is
given in, for example, [47]. Recently developed solvers that use the grid data structures
to produce connectivity trees and elimination ordering are [14, 82].

3 The issue of ordering

A proper ordering of the unknowns is fundamental to obtain optimal performance
from a direct solver. Although a different ordering does not modify the number of
nonzero entries of the original matrix A, it strongly affects to the sparsity pattern of
both factors L and U . In particular, different orderings of the same matrix may produce
factorizations with dramatically different number of nonzero entries (the so-called “fill-
in” of L and U ). To illustrate this fact, we consider the following example:

A =


9 1.5 6 0.75 3
1.5 0.5 0 0 0
6 0 12 0 0
0.75 0 0 0.625 0
3 0 0 0 16
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where

L =


3
0.5 0.5
2 −2 2
0.25 −0.25 −0.5 0.5
1 −1 −2 −3 1


Notice that A = LLT . After proper re-ordering of A, we obtain an equivalent matrix
Ã, whose factors L̃ and L̃T have a different and more convenient sparsity pattern with
less nonzero entries:

Ã =


16 0 0 0 3
0 0.5 0 0 1.5
0 0 12 0 6
0 0 0 0.625 0.75
3 1.5 6 0.75 9


where

L̃ =


4
0 0.707
0 0 3.464
0 0 0 0.79
0.75 2.121 1.732 0.949 0.194


In computations relevant to engineering science, a proper ordering of the unknowns
may affect the performance of the direct solver in terms of time and memory by at
least an order of magnitude. An example with just 100.000 unknowns for a 3D Laplace
equation problem is described in Table 1.

SOLVER MUMPS MUMPS MUMPS PARDISO
ORDERING N. O. AMD METIS METIS

Time(sec) 686 332 73 73
Number of nonzero 488 181 95 95
entries (millions)

Table 1: Time and number of nonzero entries in the factors L and U needed to
solve the Laplace problem over a unit cube using a lowest order finite element (FE)
method with 100.000 unknowns. (A detailed description of the problem setup is
given in [24].) Different columns correspond to different solvers (MUMPS and
PARDISO) and ordering algorithms: Natural ordering given by the FE software (N.O.),
approximate minimum degree (AMD), and METIS.

We can divide the existing ordering algorithms into two groups. The first group
of algorithms is based on the following idea. Once the matrix has been constructed,
it is possible to create a graph with its connectivities, that is, for each unknown, one
can easily determine the remaining unknowns interacting with it by just looking at
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the nonzero entries of a particular row/column. After the connectivity graph has been
built, the objective is to solve a global optimization problem that consists of selecting
the ordering that minimizes the fill-in of matrices L and U . Approximate solutions
to this problem give rise to different ordering algorithms. The most popular ordering
algorithm is nested dissection [40], which is based on recursive graph partitioning.
State-of-the-art implementations of nested dissection are available in METIS [66]
and SCOTCH [90]. There also exist several other algorithms such as the minimum
degree (see [41] and references therein) and the approximate minimum degree ordering
algorithms AMD [2, 4] and their many variants. The main advantage of these ordering
algorithms is that they provide an optimal ordering (up to a constant) for the case of
matrices arising from uniform regular grids, as shown in [40, 51]. Thus, the most
popular solvers of linear equations employ these ordering methods. Even though
their optimality in matrices delivered by general unstructured meshes is unknown, our
experience indicates that they perform reasonably well in any grid (we do not observe
a major deterioration in performance for practical problems).

A second group of ordering algorithms is based on the idea that the information
to build the connectivity graph is present in the numerical method employed for
constructing the matrix. Therefore, it should be possible to design a proper grid-
based ordering algorithm directly from the data-structures of the numerical method
rather than by re-constructing the connectivity graph from the matrix. It is believed
by many authors (including the authors of this article) that one should be able to
achieve a better performance with this type of ordering algorithms, at least, in the
case of high polynomial order methods on unstructured and irregular meshes. For this
case, unknowns associated to the interior of an element should be eliminated first (this
is called static condensation), since they do not interact with unknowns associated
to other elements. Numerical experiments prove that performance of METIS and
other general ordering algorithms significantly increases when one hard-codes static
condensation [14] in the element assembly process. One disadvantage of grid-based
ordering algorithms is that the algorithm is discretization-specific, since it is closely
tied to the particular numerical scheme. In the following, we present recent efforts
oriented towards designing efficient grid-based ordering algorithms for high-order
finite element methods.

3.1 Next generation of solvers: ordering based on the grid

For high-order finite element methods, unknowns can be grouped into supernodes, that
is, a set of unknowns (nodes) with the same connectivity pattern. Data-structures of any
finite-element method easily identify supernodes. For example, all interior unknowns
to a given element have the same connectivity structure, and therefore, they constitute
a supernode. Similarly, unknowns associated to a single face, edge, or vertex constitute
supernodes.

The structure of supernode has two clear advantages. First, it naturally gives rise to
LU factorization algorithms in terms of blocks, that can be very efficiently executed by
using BLAS3 routines, which are tuned to take advantage of the cache memory of the
particular hardware available. Second, they facilitate proper ordering of the unknowns,
since they reduce the size of the ordering problem from the total number of unknowns
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to the total number of supernodes. This significant dimensional reduction for the
optimization problem reduces the cost of the process while increasing the chances of
finding the global minimum rather than one of the local minima.

Using finite element data structures, a multi-frontal solver algorithm can be
designed in the following way. After static condensation, one assembles pairs of
neighboring elements in what we will call a “super-element” in order to perform LU
factorization of fully assembled supernodes. Then, one can join a set of two super-
elements and continue with the LU factorization, recursively. This algorithm only
requires a proper ordering of elements, reducing even more the size of the ordering
problem, due to the close link between elements and their respective supernodes.
A first attempt in this direction consists of using the natural ordering of elements
provided by the finite element software. However, this ordering becomes inefficient
when significant refinements around some types of singularities are present [61].
Other promising finite element based orderings are currently being studied by different
research groups (e.g., [14, 61, 82]).

While a proper re-ordering algorithm is essential to obtain superior performance,
it is also crucial in order to guarantee numerical stability of the solution. Otherwise,
round-off errors could jeopardize the quality of the solution. In the next section, we
briefly discuss a few basic concepts pertinent to round-off errors associated to direct
solvers of linear equations.

4 Round-off errors

To reduce the impact of round-off errors on the solution of the algebraic system, it is
necessary to employ some type of pivoting technique. Typically, most solvers employ
some variation of partial row or column pivoting. To prevent deterioration of the
solver performance (operation counts and memory requirements), one needs to ensure
that “local” techniques are used, that is, the pivoting technique should only affect the
ordering of unknowns.

A careful study of round-off error in context of Galerkin discretizations is
cumbersome, since it is highly dependent upon the discretization method, that is, basis
functions, quadrature rule, refinement method and so on. To simplify this analysis,
keeping it tractable while showing the relevant features of the problem, we restrict
our attention to a one-dimensional model problem. We choose to solve the Laplace
equation on a uniform grid where all elements in the mesh have the same length
(diameter) and polynomial order. The simulation results are shown in Figure 1. This
figure plots the relative error of the approximation for p = 1, 2, 3, 4 versus the number
of elements used in the uniform mesh. Note that the abscissa spans from several
dozen to a million elements. The straight dashes line shown that the relative error
grows proportional to the number of elements squared. That is, the approximation
error is proportional to the matrix’s condition number (ratio of largest to smallest
eigenvalue which is proportional to the inverse of the mesh size squared), but it is
almost insensitive to the polynomial order of approximation used. However, in
the case of non-uniform grids, this conclusion is known to be false (the error is
not proportional simply to the condition number), and a complete analysis becomes
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Figure 1: Round-off error for 1D Laplace problem discretized with uniform grids using
Peano shape functions and MUMPS solver with PORD [89] ordering.

Figure 2: Round-off error for 1D Laplace problem discretized with uniform grids using
MUMPS solver with PORD ordering.

Figure 3: Round-off error for 1D Laplace problem discretized with uniform grids using
integrated Legendre polynomial shape functions of order p = 5 and MUMPS solver
with different ordering techniques.
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challenging.
Furthermore, the choice of basis functions could also affect significantly to the

condition number of the matrix [8, 21, 26, 55, 73], and therefore, one could also expect
an increase on the round-off error of direct solvers. However, in the 1D case, we
observe no significant influence of the choice of shape functions in the round-off error.
As shown in Figure 2, results using Peano [60, 83, 84] shape functions are similar to
those using integrated Legendre polynomials [96].

Nevertheless, when designing a solver one should be aware of the round-off error,
since otherwise the solver may provide inaccurate results, specially in the case of
some indefinite problems (with both positive and negative eigenvalues) such as wave
propagation problems. In particular, at near resonant frequencies, a proper pivoting
strategy (reordering of the unknowns) may be needed to control the round-off error,
since different pivoting techniques affect to the performance of the solver.

Figure 3 illustrates how different ordering techniques may significantly affect
round-off error. In particular, the AMF ordering minimizes this error for the considered
1D Laplace problem. Thus, while the most important aspect to control round-off
error is the condition number of the original matrix (in terms of element size h), the
reordering of the unknowns is also relevant.

5 Performance of direct solvers when applied to different Galerkin methods

The amount of computational resources employed by a direct solver of linear equations
is highly dependant upon the particular choice of the discrete Galerkin method. This
choice has a significant effect on the structure (connectivity, condition number) of the
linear system of equations. In this section we analyze the direct solver costs associated
to some of the most popular Galerkin discretization schemes. All numerical examples
correspond to solving the Laplace equation over the unit cube. A detailed description
of the equation and boundary conditions used is given in [24].

For traditional C0-continuous FEM, the performance of the solver is affected by
the order of approximation within each element. For 3D problems, it is know that the
number of floating point operations and amount of memory scale as [24]:

FLOPS= O(Np6 +N2),
Memory= O(Np3 +N4/3),

(3)

where N refers to the number of degrees of freedom and p is a constant global
polynomial order. The first term in each of the above estimates corresponds to the
cost of “static condensation”, that is, Gaussian elimination of the interior unknowns,
while the second term corresponds to the cost of solving the remaining skeleton
problem. We note that the estimates given in (3) were derived for regular meshes with
approximately the same number of degrees of freedom in each coordinate direction
and a constant polynomial order for all elements in the mesh. Nevertheless, these
estimates are appropriate for other mesh configurations provided a sufficient number
of elements is present in each coordinate direction. That is, the estimates can be used
for arbitrary meshes if they have a sufficiently large number of unknowns, N , for a
given polynomial order, p.
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Figure 4: Solution time and memory usage for 10,000 (left) and 100,000 (right)
unknowns using C0 continuous basis functions.

Figure 5: Solution time and memory usage for 10,000 (left) and 100,000 (right)
unknowns using Cp−1 continuous basis functions.

Figure 6: Comparison of how time and memory scale with the number of degrees of
freedom for p = 2
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The above estimates indicate that if N is large enough with respect to p, then both
time and memory are independent of the polynomial order of approximation. Figure 4
displays numerical results for 10,000 and 100,000 unknowns when solving Laplace
equation over a unit cube. For the case N = 10, 000, the solver requires 3 times more
memory when using p = 7 than with p = 1. As we increase N to 100, 000 unknowns,
this ratio decreases to a factor of 1.7. Similar results are observed in terms of CPU
time.

The above estimates are dimension dependent. That is, for 2D and 1D problems,
one obtains [19, 25]:

FLOPS (2D)= O(Np4 +N1.5)
Memory (2D)= O(Np2 +N log(N/p2))
FLOPS (1D)= O(Np2),
Memory (1D)= O(Np).

Another important example is the case of isogeometric analysis (IGA) [27, 57],
which differs from traditional finite element analysis in the choice of basis functions.
IGA uses the Non-uniform Rational B-spline (NURBS) basis, which is an important
tool in commercial Computer Aided Design (CAD) packages [10, 57, 85]. While
standard basis functions used in finite elements are C0 continuous, NURBS basis can
be constructed to possess an arbitrary order of continuity, Ck with k < p. In CAD,
typically C2 cubic spaces are used such that curves and surfaces may be designed
where the curvature will be at least continuous. In terms of finite elements, the order of
continuity k provides an added dimension to the choice of refinement, the hpk-finite
element method.

The choice of higher continuous basis functions also has an effect on the structure
of the resulting linear system. The higher order continuity of the basis extends the
support of the basis functions into neighboring elements. This also means that there
are fewer, if any, degrees of freedom fully assembled in the element stiffness matrix.
Higher continuous methods, therefore, do not benefit as much from static condensation.
Thus, the final complexity estimates for 3D problems using Cp−1-spaces become [24]:

FLOPS= O(N2p3)
Memory= O(p2N4/3)

According to these estimates, the number of FLOPS of the Cp−1 method is p3 times
more expensive than the C0 if N is large enough. While the amount of memory
required by the Cp−1 B-spline spaces is p2 times more expensive than that required
by the C0 spaces for sufficiently large N .

Figure 5 displays numerical results for 10,000 and 100,000 unknowns when solving
3D model problem. For the case N = 10, 000, the solver requires 10 times more
memory when using p = 5 than with p = 1. As we increase N to 100, 000 unknowns,
this ratio increases to a factor of 15. Similar trends are observed in terms of CPU time.

To further illustrate the dependance of the performance of direct solvers with
respect to the discretization method, we consider again a 3D Laplace problem over
a unit cube, with the polynomial order of approximation p = 2 (see Fig. 6). For
Cp−1 = C1-basis functions, we observe a great deterioration in performance with
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respect to the C0-counterparts. For N = 200, 000 unknowns, the C1-continuous
method is about 6 times slower and consumes about 3 times more memory.

In summary, in traditional C0 spaces, the time and memory needed to solve
the system is relatively insensitive to the polynomial order p if N is large enough.
However, the time and memory required to solve systems using Cp−1 spaces is not
only larger but also drastically increases with higher p. This effect is particularly
noticeable when solving problems in three spatial dimensions. This dependence on
p which the Cp−1 spaces possess should be taken into account when selecting the
discretization method or when designing a grid-refinement algorithm. Since the cost
of solving systems using the hp finite element method is relatively insensitive to p, the
cost of a refinement may be considered in terms of the number of degrees of freedom
added, independently if they resulted from a h-refinement or a p-refinement. For
higher-continuous spaces, the choice is not as simple, since the increased solution cost
has to be factored into the analysis, that is, the reduction in the number of unknowns in
the system that higher continuity of the basis functions grants [1, 28], does not directly
translate in faster solution time when using direct methods. This open issue warrants
further study.

Other finite element methods make different choices in the strong and weak form
of the partial differential equation. Some of these methods include the discontinuous
Galerkin method (DG) [23] and the discontinuous Petrov-Galerkin method (DPG).
These methods lead to local problems which are linked to each other via traces and
fluxes on element boundaries. In each method, the use of static condensation typically
leads to a clear improvement in the performance of the solution of the algebraic
system. In the past, this efficiency has mislead authors to believe that it is cheaper
than traditional C0 finite elements. However, the same is done in C0 finite elements
and so there is no real advantage of discontinuous methods over continuous ones, in
terms of the direct solver.

6 Parallel Direct Solvers

Parallelization of multi-frontal solvers is typically performed by dividing the original
matrix (domain) among different processors, and by starting with one or several
elimination fronts within each processor. Then, sub-matrices of different subdomains
are joint into pairs and, in the next level of the elimination tree, unknowns that do not
interact with those of other processors are eliminated. This process is iterated until all
unknowns are eliminated in the last step of the elimination tree. This procedure is a
generalization of the multifrontal solver where different fronts are concurrently dealt
in each processor. The hardware architecture (shared, distributed, or hybrid memory)
imposes constraints on the particular algorithmic implementation to be used, while
the multifrontal solver remains the core idea. Different memory architectures require
different synchronization and communication constraints making the optimization
process to construct the elimination tree harder.

The parallelization of the direct solver on distributed memory machines can be
achieved using a sub-structuring method with non-overlapping sub-domains [44, 91,
92]. In this procedure, one first eliminates the internal unknowns of each sub-
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domain with respect to the interface unknowns, then solves the interface problem,
and finally performs backward substitution on each sub-domain. The sub-structuring
method can be used as a way of parallelization of either the frontal or multi-frontal
solver. If the sub-structuring method is used as a way of parallelization of the
multi-frontal algorithm, an elimination tree is generated by the multi-frontal solver
over each sub-domain independently, with the root nodes related to the sub-domain
interface unknowns. On the contrary, if the sub-structuring method is used as a way of
parallelization of the frontal algorithm, the frontal solver eliminates subdomain internal
unknowns leaving the interface unknowns untouched. As discussed in Section 2,
in each block, fully assembled degrees of freedom are eliminated and the Schur
complement is formed for the partially assembled degrees of freedom. Figure 7
displays graphically the different steps taken by a parallel direct solver with multiple
fronts.

In a distributed memory machine, as sub-matrices are joint into pairs, the number
of processors in use is also divided by two. In the last step of the elimination, only
one processor is working while all others remain idle. This fact clearly reflects the
poor scalability that one should expect from conventional direct solvers, specially,
for large and complex 3D problems. To overcome the above problem it is possible
to redistribute the partially factorized matrix at each step of the elimination process.
A naive redistribution based on calling an existing parallel library package such as
ScaLAPACK [86] creates additional overhead that quickly deteriorates the parallel
scalability. Thus, one needs to consider more sophisticated implementations of the
redistribution step such as the one described in [64], where they achieve approx. a
60% scalability using a few thousand processors for a 2D problem. Notice that this
scalability result is really high in context of direct solvers.

Another partial remedy to the above scalability problem is to use “hybrid memory
machines”, and most popular parallel solvers already incorporate the possibility of
using multiple threads (e.g., [67, 72]).

Another option to increase scalability is to employ massively parallel, shared
memory architectures, such as the ones provided by General-Purpose Graphical
Processing Units (GPGPU’s). The shared memory allows to store all frontal matrices
and to perform multi-thread computations. If the number of threads is large
enough, all the computations within a level of the elimination tree can be performed
simultaneously. This implies that for a problem of size N , the computational cost
in terms of time is of the order O(logN) for 1D problems, since the depth of the
elimination tree for a 1D problem is of order O(logN). For 2D problems, the
computational cost is of the order O(N logN) if the number of threads is large enough.
These estimates are illustrated in Figure 8 for a Laplace problem over regular 1D and
2D grids. Notice that in large and complex problems the number of processors is
not large enough, and the above estimates are not achieved. Thus, when the number
of unknowns is larger than the maximum number of threads, the above estimates
O(logN) and O(N logN) for 1D and 2D problems, respectively, should be multiplied
by N/t, where t is the number of threads available. Similar scalability has been
obtained for higher-continuous isogeometric basis functions for 1d and 2d problems,
when implemented in GPUs in application specific implementations [79–81].
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Figure 7: Summary of multiple front solver: (a) Distribution of the computational
domain among different subdomains/processors, (b) matrix representation of each
subdomain, (c) matrix representation of Gaussian elimination of interior unknowns of
each subdomain, (d) matrix representation of the construction of the interface problem,
and (e) matrix representation of Gaussian elimination of the interface problem.



122 David Pardo and others

Figure 8: Computational cost of the parallel direct solver for a 1D and 2D Laplace
problem over a regular grid. The experiment has been performed on NVIDIA GeForce
8800gt graphic card with 14 multiprocessors and 8 cores per processor.

7 Real-World Applications and Open Challenges

In this section, we illustrate the main properties of direct solvers by selecting a
particular real-world application. Based on the numerical results obtained for that
application, we discuss the main open challenges in the area of direct solvers that need
to be overcome in the near future.

We consider the simulation and inversion of resistivity logging measurements in the
Earth’s subsurface, an application of great interest to quantify the amount and type of
hydrocarbons possibly existing in a reservoir. We consider two different measurement
systems: (a) marine controlled-source electromagnetic (CSEM) measurements [77]
(see Figure 9, left panel), where the source an receivers are located at the bottom of the
sea, and (b) borehole resistivity logging measurements in a deviated well (see Figure 9,
right panel). Both types of measurements are extensively used nowadays by the oil
industry.

To accurately solve the above applications we employ a discretization based on
a Fourier series expansion in one spatial dimension, and a 2D self-adaptive hp-FE
method [31, 32] in the remaining spatial dimensions, where both element size h and
polynomial order of approximation p vary locally throughout the grid. This hp-Fourier
Finite Element method has proven to be very efficient for simulation of resistivity
geophysical measurements [74, 78].

For solving these applications, there exist several reasons to prefer the of direct
solvers as opposed to iterative solvers. First, due to the presence of elongated elements,
convergence of iterative solvers rapidly deteriorates. Second, since these applications
are governed by Maxwell’s equations, iterative solvers need to be properly designed
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Figure 9: Left panel: marine controlled-source electromagnetics (CSEM) scenario
composed of air, water, and a subsurface containing an oil-saturated layer. Right panel:
logging instrument in a deviated well composed of several materials in the subsurface
and a logging instrument equipped with one transmitter and two receiver antennas.

to deal with the kernel of the curl operator (see [5, 50]), which complicates the
implementation. Finally, these applications require solution of a problem with multiple
right hand sides for computing the Jacobian and Hessian matrices needed to invert
the recorded measurements and obtain a map of the Earth’s subsurface. The cost of
iterative solvers increases with the number of right hand sides, while the cost of direct
solvers is almost insensitive to this number.

The use of GPU’s for solving these problems is not possible yet, due to the lack of
RAM available in these devices, presently. Therefore, we solve them in a workstation
equipped with a large amount of RAM (some applications exceeded 128 GB) or in a
parallel computer.

Figure 10 compares the performance of two of the most popular direct solvers —
MUMPS and PARDISO— when applied to a marine CSEM problem. We consider
only the sequential version of both solvers, and we include in the comparison both the
in-core and out-of-core versions. We report the CPU time (top panel of Figure 10)
and random access memory (RAM) (bottom panel of Figure 10) necessary to solve the
problems. Results indicate that the out-of-core version of PARDISO utilizes roughly
twice as much RAM and is twice slower than MUMPS out-of-core. However, the in-
core version of PARDISO is the fastest of all. These results indicate that there is still
large room for improvement on the out-of-core implementations of the direct solver
PARDISO. The use of efficient out-of-core implementations is important to reduce the
needed amount of RAM. In our practical application, we could not solve the problem
with 3.2 million unknowns using PARDISO, because the solver stopped with an error
indicating the lack of available RAM (32 GB).

As described in previous sections, different performance of direct solvers can be
due to implementation aspects and/or better ordering of the unknowns. In the case of
solvers PARDISO and MUMPS, both solvers use the ordering of unknowns provided
by METIS. Thus, it seems that in-core PARDISO is able to handle zeros in a more
efficient way (reason why we observe less memory consumption), while the out-of-
core implementation is clearly less efficient than the one performed by MUMPS.
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Figure 10: CPU time (top panel) and memory (bottom panel) used by different direct
solvers (analysis and LU factorization) vs. problem size when applied to a marine
CSEM problem using a Fourier hp-Finite Element Method. Tests performed on a
computer equipped with 32 GB of RAM and using only one core of the available 2
GHz dual-core processor.
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We now consider the in-core version of MUMPS, we analyze its parallel scalability
when applied to our marine CSEM problem with a system of linear equations arising
from the hp-Fourier Finite Element discretization. From the time (Figure 11, top panel)
and memory (Figure 11, bottom panel) results, we observe a rapid decrease on the
needed computational resources as we augment the number of available processors.
However, the actual scalability attained by the solver is quite poor. Specifically, for 16
processors, the scalability is approx. 30% in terms of CPU time and about 50% in terms
of CPU memory. For 64 processors, the CPU time scalability results further deteriorate
to a level of about 10%, while the memory scalability results do not change drastically.
These results indicate that the LU factorization for 64 processors is dominated by the
communication costs, since otherwise, we would observe a very strong correlation
between the CPU time and memory scalability results. Indeed, in our application, the
problem size is too small for each processor, which results in computations dominated
by the communication costs. Nevertheless, the memory scalability is only about 50%,
and this is due to the problem of matrix redistribution described in Section 6 that
naturally arises in LU factorization algorithms.

Another possible improvement of direct solvers when applied to real-world
applications is related to the use of the so-called supernodes. A supernode is a set
of unknowns (degrees of freedom) that share the same connectivities, and therefore,
can be treated from the solver point of view as a single block square dense matrix of
dimension equal to the number of unknowns of the supernode. For the case of a single
equation discretized with a lowest order finite element method, all unknowns share
different connectivities, and the use of supernodes becomes unnecessary. However, for
high-order Galerkin discretizations, supernodes becomes critical, since they provide
an additional boost in performance by enabling the use of BLAS3 [15] routines that
efficiently utilize the computer cache memory. Additionally, supernodes reduce the
size of the problem of ordering the unknowns, since they are treated as a single node
with an additional weight accounting for the size of the supernode.

MUMPS (as well as other solvers) employ supernodes. However, numerical results
in real-world applications suggest some inefficiencies on their implementation. Specif-
ically, we considered the problem of simulating resistivity logging measurements in a
deviated well mentioned above. We compared results obtained from solving the result-
ing linear system of equations with MUMPS against performing static condensation
of the unknowns interior to each element and then calling MUMPS over the interface
problem. This second approach was twice as fast, indicating that either the ordering
of the unknowns using MUMPS with METIS was not optimal or that the identifica-
tion or use of supernodes was suboptimal. This result also suggests that perhaps one
should utilize the information available in the Galerkin software rather than ignoring it
and then trying to reproduce it from the resulting matrix, which is a more difficult task.
That is, the time is ripe to stop using direct solvers as black boxes. Their robustness has
allowed us to treat them this way, but higher-order methods are testing this assertion.

To summarize, we encounter several challenges and open issues on the existing
direct solver implementations when solving real-world applications. First, an efficient
out-of-core implementation is often needed, since the amount of memory used by
direct solvers rapidly increases, specially in the case of 3D simulations. These memory
requirements also prevent the usage of GPU’s. Second, direct solvers typically display
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Figure 11: CPU time (top panel) and memory (bottom panel) used by the parallel
execution of MUMPS when applied to a marine CSEM problem using a Fourier hp-
Finite Element Method.



Direct Solvers for Galerkin Methods 127

a non-optimal parallel scalability in distributed-memory machines, which is an area
of active research. Finally, the efficient use of supernodes as well as better ordering
techniques could lead to increased efficient. In this area, perhaps the use of the
connectivity information already available in the Galerkin simulation software could
lead to a simplification and even an improvement on the currently existing ordering
algorithms. This will lead to further integration of the discretization with the solution
strategy.

8 Conclusions

We give a brief introduction to direct solvers for linear algebraic systems resulting
from Galerkin discretizations. We describe the most important variants of Gaussian
elimination, which is the standard direct solution technique. We explain the
frontal and multi-frontal approaches and their relation with Schur complement and
static condensation concepts. State-of-the-art implementations of direct solvers are
described, including MUMPS and PARDISO, which are among the most popular
versions, due to their ease of access and robustness. Following, the effect of ordering
in the solver performance is shown with a simple example, which leads to the
presentation of the optimal graph-based ordering, such as the one produced by METIS.
In the opinion of the authors, an optimal ordering that uses information from the
discretization, that is, a grid-based ordering could be the most efficient. However,
these optimal algorithms are more specific and thus less portable than graph-partitioned
ones. Additionally, ordering algorithms should account for the pivoting needed to
minimize the round-off error, which is analyzed and illustrated with a 1D problem
in Section 4. Section 5 exemplifies how different Galerkin methods lead to different
connectivities and in turn, this affects solver performance. In particular, systems with
less connected graphs are easier to solve, as the comparison of standard C0 against
Cp−1 finite elements exemplified. In the next section of the paper we discuss how
parallel direct solvers are implemented and the effect of how the interplay between
multi-threading and problem size affects performance. Finally, Section 7 is devoted
to illustrate the performance of two popular direct solvers when applied to real-world
applications, which leads to a discussion on the most important open problems in the
area of direct solvers, namely, efficient: (a) ordering algorithms, (b) parallelization
techniques, (c) out-of-core implementations, and (d) use of supernodes.
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