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ABSTRACT: Increasing demand for recombinant proteins (including monoclonal antibodies) where time to market is critical
could benefit from the use of model-based optimization of cell viability and productivity. Owing to the complexity of metabolic
regulation, unstructured models of animal cell cultures typically have built-in errors (structural and parametric uncertainty) which
give rise to the need for obtaining relevant data through experimental design in modeling for optimization. A Bayesian
optimization strategy which integrates tendency models with iterative policy learning is proposed. Parameter distributions in a
probabilistic model of bioreactor performance are re-estimated using data from experiments designed for maximizing information
content and productivity. Results obtained highlight that experimental design for run-to-run optimization using a probabilistic
tendency model is effective to maximize biomass growth even though significant model uncertainty is present. A hybrid
cybernetic model of a myeloma cell culture coconsuming glucose and glutamine is used to simulate data to demonstrate the
efficacy of the proposed approach.

1. INTRODUCTION

Biologically derived drugs represent a growing sector of the
pharmaceutical market.1 Biologics have emerged as successful
treatments for numerous diseases, including diabetes, arthritis,
multiple sclerosis, cancer, anemia, and HIV.2 Many recombi-
nant therapeutic proteins such as monoclonal antibodies
(mAb) are produced in some animal cells which are able to
produce human-like post-translational modifications. Animal
cell cultures are the production method of choice owing to
well-characterized technologies for gene transfection, amplifi-
cation, and clone selection.3 There is currently little alternative.
Animal cells are commonly grown in a fed-batch bioreactor as
such processes afford ease of operation and scale-up, and
provide a higher volumetric productivity compared with batch
cultures.
The pharmaceutical sector has been lagging behind in the use

of model-based methodologies for optimization and control.4,5

Development and design of biopharmaceutical processes in
particular present unique challenges arising from the complex-
ity of the cell metabolism and regulatory mechanisms.
Manufacturing practices usually relied on quality by testing,
that is, by controlling the critical process parameters that are
known to affect product quality within a given range and
eventually testing the intermediate product-in-process and end-
product quality in order to validate the selected parameter
range. This limits process development to a narrow operating
region and, to an extent, focuses more on reproducibility
instead on productivity. In response to this, the Process
Analytical Technology and Quality by Design (QbD) initiatives
of the U.S., European, and Japanese regulatory agencies call for
a mechanistic model-based basis for process development and
optimization of all pharmaceutical products. QbD is defined as
a “systematic approach to development that begins with
predefined objectives and emphasizes product and process
understanding and process control based on sound science and

quality risk management”.6 QbD is thus a conceptual
framework that aims to build product quality at every stage
of development and production by making use of knowledge
(first-principles and constitutive laws) between process inputs
and end-quality of the product. Application of QbD principles
requires full integration of process analytical technologies and
model-based tools to develop a systematic approach for
optimizing the output of interest and controlling its
reproducibility.
Models of bioreactors can be unstructured, considering the

cell as a black box, or structured, taking into account
intracellular reactions and processes.7 More specifically, in
unstructured (macroscopic) models the cells are just viewed as
a catalyst for the conversion of substrates into products which is
represented by a set of chemical “macro-reactions” that directly
connect extracellular substrates and products without paying
much attention to the intracellular behavior. Unstructured
models contain a low number of parameters; hence, the
computational and experimental cost of validation can be
significantly lower compared with structured models. Unstruc-
tured models of bioreactors usually have built-in errors
(structural and parametrical) that limit their predictions to
operating conditions similar to the ones that were used to
identify them.
A simple and identifiable macroscopic model of hybridoma

cells that takes into account the phenomenon of overflow
metabolism within glycolysis and glutaminolysis is discussed by
Amribt et al.8 Cellular metabolism involves the uptake of
nutrients followed by transformations through a complex
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network of reactions catalyzed by highly specific enzymes,
producing numerous intracellular components known as
metabolites and other metabolic products that are excreted
into the abiotic phase. A distinct aspect of metabolism is the
presence of regulatory mechanisms which endow the cell the
capability to route chemical changes by the control of the levels
and activities of various enzymes that catalyze metabolic
pathways.9 Consequently, the metabolic state of an organism
could be a function of its environment as much as of its genetic
background. Cybernetic models of bioreactors10 partially
capture the inner workings of cell metabolism using variables
for describing syntheses and activities of the enzymes that
catalyze chemical reactions within the cell.
Structured models try to account somehow for cell

metabolism. As an example, Nolan and Lee11 present a new
kinetic model of CHO cell metabolism along with a novel
framework for simulating the dynamics of metabolic and
biosynthetic pathways of animal cells in a fed-batch culture. The
model defines a subset of the intracellular reactions with kinetic
rate expressions based on extracellular metabolite concen-
trations along with temperature and redox-dependent regu-
latory variables. In Geng et al.,12 a dynamic model called the
hybrid cybernetic model (HCM) based on structured metabolic
network is proposed for simulating animal cell metabolism
featured with partially substitutable and partially complemen-
tary consumption patterns of two substrates, glucose and
glutamine.
The sheer number of parameters to be estimated and lacking

the necessary measurements prevent resorting to structured
models (such as the HCM) when integrating models and
experimentation to optimize the production of biotherapeutics.
To account for the available measurements in sampled data,
probabilistic tendency models have been proposed to optimize
bioreactor productivity.13 A “probabilistic tendency model” is a
low order, nonlinear, dynamic model that approximates the
stoichiometry and kinetic relationships in a reaction system
using available measurements along with distributions for
model parameters. To account for uncertainty in cell
metabolism, these distributions are revised upon sampled
data from experiments designed for maximizing information
and performance. Probabilistic tendency models are based on a
Bayesian approach to parameter estimation: the vector θ of
model parameters is not fixed, but described as a random
variable. Run-to-run optimization based on a probabilistic
tendency model of bioreactor performance may significantly
improve the operating policy by an iterative cycle of model
update followed by policy (re)optimization.

2. MODEL-BASED BAYESIAN OPTIMIZATION
Bayesian optimization refers to a probabilistic-based method for
seeking the global optimum of expensive functions.14

Intuitively, the Bayesian approach suggests that given a prior
belief over the form of an objective function and a finite
number of observations, one can make an educated guess about
where the optima of such a function should be. Much of the
Bayesian approach was introduced and developed by Mockus et
al.14,15 More recently, Lizotte et al.16 proposed a global
optimization algorithm by integrating Gaussian processes with
probabilistic-based response surface methods. Typically,
Bayesian optimization algorithms retain all accumulated data
about the objective function and use all of it to determine
where next to evaluate the objective. They are particularly
appropriate for problems where the objective is multimodal and

expensive/risky to evaluate, which is common in engineering
applications.
For model-based Bayesian optimization, it is now assumed

that in a dynamic experiment the bioprocess is described using
a number of state variables x(t) whereas the value of a
performance index J(φ) is completely defined by a set of
independent variables or policy parameters φ which define the
operating conditions for the bioreactor. Also, to describe
probabilistically the effect of φ on J, a tendency model f is
available. Mathematically, the probabilistic tendency model is
made up of a set of differential-algebraic equations with
uncertain parameters θ ∈ Θ of the form13

θ =⎜ ⎟⎛
⎝

⎞
⎠f

x
t

x m t w t
d
d

, , ( ), , , 0,

probabilistic tendency model (1)

with given initial conditions x(t0) = x0, whereas m(t) and w are,
respectively, the time-dependent and time-invariant control
variables (manipulated inputs), Θ is the feasible space of model
parameters with given prior distributions p(θi), I = 1, ..., k, and t
is time. Hereafter, it is also implicitly assumed that, at least
locally, the tendency model with a probability density function
p(θ) = Πip(θi) is able to approximate the observed bioreactor
performance.
Model-based Bayesian optimization aims at improving on a

trial-by-trial basis the performance index J(φ) by acting on the
following parameter vector for the operating policy defined as
follows:

φ β= x w t[ , , , ]f0 (2)

where x0 is the set of initial conditions for the dynamic
experiment and tf is its duration. Control vector parametrization
techniques are used to describe control input profiles m(t).
These control profiles can be piecewise constant, piecewise
linear, polynomials, or splines over intervals and are para-
metrized accordingly. Thus, it is assumed that m(t) = ξ(t;β) is
an m-dimensional vector of input variables whose time profiles
are defined by the set of parameters β.
The quest for the optimal policy φ* using a probabilistic

model f is a difficult yet concise problem

φ Jmax (3a)
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(3b)

φ φ φ≤ ≤ , upper/lower constraints for policy 

parameters

L U

(3c)

− ≤x t G t( ) ( ) 0, path constraints for state variables
(3d)

To solve eq 3, the probabilistic model f is the Bayesian tool to
to use to know something about the uncertainty about φ*
based on a “prior” belief about the parameter distribution p(θ).
The “distance” between the prior p(θ) and the posterior

θ|p( ) distributions is somehow related to the novelty, or
interestingness, of the information provided by sampled data
to be obtained in the next optimization run. When the
estimated φest* (θ) is actually tried in the next experiment and
some new data is conveniently sampled, the distribution of
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model parameters can be revised to obtain θ|p( ) which gives

rise to a new estimation of the optimal policy φ θ* |( )est .

Formally, the information gain ψ φ θ| *( ( ))est for the data
from an experiment is simply defined as the KL-divergence or
relative entropy between prior and posterior (before and after
seeing data ) uncertainty regarding the optimal policy:

ψ φ θ φ φ θ φ φ θ| * = *| * | *| * p p( ( )) [ ( ( ); )( ( ( )))]est est est
(4)

where ∥[. .] denotes the KL-divergence. The interestingness
of new data is thus the divergence between probability

distributions of policy parameters of a model-based optimized
policy before and after including the new data in the model
parameter distributions. The goal of the active data selection in
experimental design is then to maximize expected cumulative
future interestingness.
Since the distance  in eq 4 directly measures the

performance prediction mismatch of the model used to
optimize the policy, gathering data that increases the KL
distance drives exploration of apparently suboptimal policies to
find better policies. Thus, exploration of the parameter policy
space using an imperfect model generates interesting data for
reducing the uncertainty about the optimal policy. As data

Figure 1. High-level description of the framework for run-to-run optimization using a Bayesian approach.

Table 1. Pseudoalgorithm for Run-to-Run Optimization Using a Bayesian Approach
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sampling is biased toward the subspace of improved operating
conditions, the prior p(φ*|φest* (θ)) tends to the posterior

φ φ θ*| * |p( ( ); )est which decreases exploration and then
exploitation (model-based optimization) is emphasized. How-
ever, as soon as the prior and posterior distributions of policy
parameters become similar, no further performance improve-
ments are possible and policy iteration converges locally.

3. METHODOLOGY
A model-based run-to-run optimization procedure is proposed
for process development involving animal cell bioreactors. It
uses an iterative scheme to update the model with new
information from experimental data. After each run, Bayesian
design of experiments is applied in order to maximize both the
information gain and the productivity improvement in the next
run (loop 1). Because the model loses accuracy away from the
operating conditions where it was fitted, the search region is
shrunk around such conditions (loop 2), until the yield
increases or the stopping condition (e.g., negligible improve-
ment between two successive iterations) is fulfilled. Then, a
new iteration begins. The procedure is repeated until no policy
improvement can be achieved. A high-level description of the
framework is given in Figure 1, and the pseudoalgorithm for its
implementation is given in Table 1.
The operating policy is first initialized by resorting to expert

judgment and a priori knowledge from lab scale to avoid
undesirable operating conditions. Samples are taken along this
experiment so as to make an estimation of probability
distributions or histograms for parameters in the tendency
model. Equipped with a probabilistic model which explicitly
addressed its own uncertainty, the policy iteration loop 1 can be
entered. First, the probabilistic tendency model is used to find
an optimized operating policy. Using this policy an optimally
informative experiment is designed to define informative
sampling times along the next run. The policy is then evaluated
experimentally and new data is gathered. Finally, the
probabilistic tendency model is fitted to data gathered by re-
estimating distributions of its parameters in the neighborhood
of the new operating conditions, and new policy improvement
iteration begins.
Because the bioreactor model is imperfect and locally

parametrized, predictions far away from the operating point
could be erroneous. Then, the new “optimal” policy could lead
to a performance loss. To solve this issue, an adaptive
procedure somewhat inspired by the one proposed by
Srinivasan and Bonvin17 is used. First, the policy is optimized
between wide bounds for its parameters using the tendency

model. The policy is tested in a new run and, if the yield does
not increase, the bounds of the optimization problem are
shrunk to exclude a subspace of the operating region from
further consideration. The policy is optimized again and a new
run is performed. In the same iteration, this could be repeated
up to mmax times or until the performance actually improves. If
bioreactor productivity does improve, a new iteration begins:
the model parameter distributions are re-estimated around the
new operating conditions, and the optimization loop is
performed again. Otherwise, the stopping criterion is satisfied
and the methodology converges to a stationary point.
Eventually, the best policy is chosen among all those
experimentally explored. In the following subsections, a more
in-depth discussion of methodologies used in each step of the
run-to-run optimization strategy in Figure 1 is given.
The aim of run-to-run optimization is yield improvement

using an imperfect model to guide the search in a Bayesian
setting. Convergence of model parameter distributions is of no
concern. Indeed, this convergence is not guaranteed, because of
a necessary process-model mismatch. However, in modeling for
optimization this is not an issue since the model is just a tool to
improve the performance of the process. The shrinking of the
operating region, on the other hand, ensures experimental
convergence. If the optimum is actually found, no other point
reached from there would be better, so the methodology
shrinks the search region to a small area nearby such optimum.
Even when there may not exist enough evidence that this is the
optimum, it could be taken as an experimental one. If a point
where the model has a significant mismatch with the process is
reached, it may occur that the model tends to move the
operating point in a direction where the yield decreases. If that
happens, the methodology fails in finding a better operating
point than the optimum previously found, and the search is
confined to a neighborhood around it, thus convergence is
guaranteed. In industrial practice, it is very expensive to
perform a large number of experiments, so after the operating
region has been reduced significantly, the quest for the
optimum is ended.

3.1. Bootstrapping Parameter Distributions. Since the
proposed methodology is based on a probabilistic tendency
model, a distribution of parameters is needed. To obtain these
distributions, bootstrapping is proposed. Bootstrapping is a
simulation method for statistical inference using resampling
with replacements.18 A main application of the method is
approximating nonparametric distributions for statistical
variables in model fitting. The method has been successfully
applied in quantifying confidence intervals for uncertain kinetic

Table 2. Pseudoalgorithm for Bootstrapping Parameter Distributions
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parameters in metabolic networks.19 To construct a histogram
for some parameters in a probabilistic tendency model,
bootstrapping simulates the effect of artificially excluding
some data points in a data set when parameters are
estimated. A random sample of n data points with replacement
is generated from the data set, in which the probability of each
data point being selected is 1/n. These n data points are
regarded as a resampled training data 1. The bootstrap
approach uses Monte Carlo simulation to generate a large
number N of resampled experimental data sets 1, 2, ..., N
such that the probability for a data point to be part of any of
these artificial replicas for parameter fitting are all equal.
Accordingly, the probability of a simulated data set having all
the original sampled data is quite low. Even though the
number of samples in each replicated data set is the same, most
of the resampled data sets 1, 2, . . ., N will provide a
different estimation of model parameters. Histograms for each
model parameter are thus obtained and a probabilistic tendency
model is defined by compiling the estimated statistics of model
parameters in the random vector θ̃. Each element of this vector
corresponds to a random variable for a given model parameter.
The procedure is resumed in the pseudoalgorithm of Table 2.
For a given data set , parameter estimation is casted as a

weighted least-squares problem:

θ fmin er (5a)

subject to

φ θ =⎜ ⎟⎛
⎝

⎞
⎠f

x
t

x t
d
d

, , , , 0, process model in eq 1
(5b)

θ θ θ≤ ≤ , upper/lower constraints for model 

parameters

L U

(5c)

=x t x( ) , initial conditions0 0 (5d)
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The superscript “exp” indicates experimental data whereas
“mod” indicates model predictions; subscript indicates the
measured state in a sample and ti is the corresponding time at
which the sample is withdrawn. The weighting factor of th
state is chosen to give more importance to some states over
others in model fitting. Not all model states need to be
measured, but certainly the ones needed to identify the
tendency model. Only data from the last run of the previous
iteration are used.

3.2. Policy Parameter Distributions. A key problem of
model-based Bayesian optimization is designing a sequence of
dynamic experiments that increasingly reduce the uncertainty
about the optimal policy φ*. Using the histograms of model
parameters to obtain the distributions of policy parameters is
rather straightforward. A Monte Carlo approach is applied then
to transform uncertainty in the model parameters to
uncertainty in the policy parameters. The solution of the
mathematical program (3) gives the optimal policy correspond-
ing to θ̃. The distributions of model parameters are sampled in
order to obtain independent realizations of the model
parameters, and the problem in (3) is solved. This is repeated
N times, and the solutions are compiled in a probabilistic vector
φ̃, where each element corresponds to a random variable
descriptive of a policy parameter. The vector policy φnext to be
applied in the next experiment must have numerical values for
its parameters. The easiest alternative is to choose the mean (or
median) value of each policy parameter distribution. However,
this procedure does not take the variance of each distribution
into account. A better alternative is to take a few (say 3 or 4)
i.i.d. samples from each policy parameter distribution and
average them out in a mean estimator. The policy φnext is
defined using these estimators. The procedure is sketched in
the pseudoalgorithm of Table 3.

3.3. Optimal Sampling Schedule. Once the policy φnext
for the next experiment has been defined, the bioreactor model
is used to design the sampling schedule. The objective here is
to define the sampling times where experimental data are more
informative with respect to the variability of the yield with
changes in the policy parameters. Using data sampled
accordingly, the histograms of model parameters for the next
iteration will be obtained. A variant of the Fisher Information
Matrix (FIM) is used in order to obtain the best sampling
schedule.13,20,21 In this paper, the entries of the sensitivity
matrix are the sensitivity indices for each policy parameter at
each sampling point:

=Q SIij ij (6)

where SIij measures the (local or global) sensitivity of the
performance index J regarding the policy parameter j at the
sampling time i. The calculation of the sensitivity indices can be
performed via several methods. For problems with a small
number of parameters (up to 20) global sensitivity methods
such the variance method22 and the fast Fourier transform
method23 are recommended. In the variance method, each
sensitivity index is defined as

=
V

V
SIij

ij

i (7)

Table 3. Pseudoalgorithm for Policy Optimization Using a Probabilistic Tendency Model
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where Vij is the conditional variance of the policy parameter j at
the sampling time i and Vi is the total variance at the time i.
Each SIij can be thought as the fraction of the performance
uncertainty at the sampling time i that can explained by the jth
policy parameter.
For determining the optimal sampling schedule, the

optimization variable is the vector of sampling times, ts =
[ts1, ..., tsi, tsi+1, ..., tsf]. For a given vector θ of model
parameters and based on the distributions of policy parameters,
the values of SI can be calculated at any time, then the matrix Q
can be calculated for any realization of the vector ts. The
problem formulation for optimal sampling somewhat resembles
the D-criterion used in the optimal design of experiments24 and
is stated here as follows:

·Q Qmax det( )ts
T

(8a)

subject to

≤ts tsmin 1 (8b)

Δ ≤ − +t ts tsi imin 1 (8c)

≤ts tsf max (8d)

where ts1 and tsf are the first and last elements in the sampling
time vector ts, Δtmin is the minimum time distance between
successive samples, and tsmin and tsmax correspond to the
minimum and maximum times at which a sample can be taken.
Also, SIij and Q have to be calculated according to eqs 6 and 7.
The number of samples along each run is defined in accordance
to the budget for processing samples. A summary of the overall
procedure to calculate det(QT·Q) is given in Table 4.
3.4. Operating Region Shrinking. Once the policy φnext

has been selected, it is tested in a new experiment. Samples are
taken in accordance with the optimal sampling schedule, and

the performance index is calculated. If the performance of the
process actually improves with regards to the previous iteration,
this iteration is considered successful and a new one begins
(loop 1 in Figure 1). On the contrary, if the performance
decreases, loop 2 in Figure 1 is activated: the bounds for the
policy optimization problem are reduced around the current
operation point, and the policy and the sampling schedule are
calculated again (note that the model parameters distributions
are not updated within loop 2). A new experimental run is
performed, and if the performance index increases with regards
to the previous iteration (the best performance index so far),
the loop 2 is finished and a new iteration begins. If it does not
increase, loop 2 is continued until it finds a better policy or
until it is repeated up to mmax times. The procedure for
shrinking the operating region is described in the pseudoalgor-
ithm of Table 5; m ≤ mmax stands for the iteration number in
the second loop, φn−1(j) is the policy from the previous
iteration, φnext(j) is the proposed optimal policy used in the
previous run (which actually gives rise to a yield decrease),
whereas φ(j)

L and φ(j)
U and are the lower and the upper bounds,

respectively, corresponding to the jth entry of the vector φnext
to be used in the next optimization step; sf is the shrinking
factor.

4. CASE STUDY
Animal cells are the platform of choice for the production of
complex therapeutic proteins, mainly because of their capacity
to perform adequate post-translational modification; the best
known example being monoclonal antibodies (mAb). The
principles behind the exploitation of animal cells are the same
in all cases: cells are modified to reproduce in a stable way and
to produce the desired protein in a relatively high
concentration. These cells are grown in adequate conditions
in a suitable media. Cells require nutrients to grow. The media

Table 4. Pseudoalgorithm for Determining the Optimal Sampling Times

Table 5. Pseudoalgorithm for Shrinking the Operating Region
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where they are cultivated has to supply them. Nutrients include
carbon and nitrogen sources, oxygen, etc. Most of studies
regarding the derivation of optimal feeding profiles for fed-
batch cultures presented thus far in the literature merely take
into account the cells’ needs on glucose. For example, mAbs are
primarily produced in batch or fed-batch processes, however
the operating strategy of such processes in the biotechnological
industry still remains fundamentally manual based on heuristic
or empirical knowledge. Suboptimal feeding strategies often
lead to an excessive amount of glucose being fed to the culture.
According to the work of Xie and Wang,25 the presence of
glucose in abundance in the culture media shifts cell
metabolism toward more energy inefficient pathways.
In accordance with the literature, the central metabolism of

mammalian cells12,26,27 is represented by the metabolic network
depicted in Figure 2. This metabolic network describes only a
part of the metabolism concerned with the utilization of the
main energetic nutrients (glucose and glutamine). The
metabolism of amino-acids in the culture medium, with the
exception of glutamine, is not considered. This network is
essentially composed of four fundamental pathways: the
glycolysis pathway, pentose phosphate pathway, the glutaminolysis
pathway, and the TCA cycle. Glycolysis represents a
biochemical pathway in which glucose is first converted into
pyruvate. Pyruvate is then used for ATP generation via the TCA
cycle or is converted to lactate which will be excreted from the
cell to the medium. The primary function of the pentose
phosphate pathway is to produce NADPH and ribose 5-
phosphate. NADPH is one of the pyridine nucleotides used for

reductive biosynthesis. Ribose 5-phosphate is required for the
synthesis of many important compounds like DNA, RNA, CoA,
and NAD+. Glutaminolysis utilizes glutamine for energy
production whereby glutamine is converted to pyruvate and
NADH at the same time. Finally, the TCA cycle has dual roles
of generating energy and providing biosynthesis precursors.
Many animal cell reactor models are reported in the

bibliography.8 In this work, the hybrid cybernetic model for
myeloma cell culture coconsuming glucose and glutamine
proposed by Geng et al.12 is used to simulate experiments in
model-based Bayesian optimization, and will be referred
hereafter as the in silico model. A cell death term was added
to the in silico model (with a rate of 0.0043 h−1. This complex
model predicts biomass growth of an animal cell culture when
different substrates are present. Under some conditions glucose
and glutamine are both consumed as complementary
substrates. For other bioreactor conditions, (e.g., if glutamine
is scarce) cell growth proceeds using glucose only.
Hybrid cybernetic models consider the cell to be an optimal

strategist utilizing the available resources with maximum
efficiency to maximize fitness.28,29 Not only are the extracellular
dynamics of the cell modeled, but also the intracellular
dynamics are taken into account: enzymes levels, their
generation rates, and regulation effect are considered for all
the elementary modes (EMs). EMs are a set of metabolic
pathways by which cellular metabolic routes can be completely
described and any feasible flux vector at steady state can be
represented by their combinations.30 Thus, EMs consist of a
minimal set of reactions that function in the steady state. It

Figure 2. Central metabolism of mammalians cells.
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implies by the term “minimal” that an EM cannot be a
functional unit operating at steady state if any reaction therein
is removed.31 The set of EMs is uniquely derived from network
decomposition using convex analysis.32 A striking simplification
of metabolic models can be made by invoking the quasi-steady-
state approximation for intracellular metabolites. This assump-
tion can be justified by the fact that intracellular reactions, in
general, show relatively smaller time constants (i.e., faster
dynamics) than extracellular reactions. If so, the local control
within each individual mode is regarded to be completed
immediately at each time instant, eliminating the need for
identifying parameters in intracellular reactions. This is a basic
postulate for hybrid cybernetic models (HCMs), which is an
attractive aspect of HCMs to somewhat accounting for detailed
networks. The hybrid modeling idea has been introduced by
Kim33 and Kim et al.34 as an alternative to the model of Young
et al.28 HCM begins with network decomposition into EMs.
The total uptake flux is then viewed as being divided into
individual fluxes through EMs. Such flux splitting is adjusted by
cellular regulation based on cybernetic control laws toward
maximizing a metabolic objective function such as biomass
growth rate or substrate uptake flux.
While hybrid cybernetic models are very reliable for different

operating conditions, because of their capability of representing
the metabolic behavior of the cell, they present a number of
issues that make them not suitable for run-to-run optimization.
They are relatively complex, hard to develop (require lots of a
priori knowledge), have too many parameters, and give rise to
stiff systems of differential equations. Also, some of the initial
conditions are difficult to define, for example the enzyme initial
levels. This can be solved by considering initial levels as
unknown parameters, but this makes the parameter estimation
problem even more cumbersome. In this work, the hybrid
cybernetic model is used for simulating data from a real
experiment, and all parameters and initial conditions are fixed a
priori. Also, white noise with a 5% standard deviation is added
to simulate experimental errors.
In the proposed approach, tendency models are preferred

over more detailed ones since they are informative enough for

run-to-run optimization and they are more computationally
tractable. To this aim, the tendency model must capture the
main effects of policy parameters on process performance using
a rather simple structure (e.g., nonstiff systems of differential
equations) and the minimum number of model parameters
(typically less than 20 parameters are recommended to ease
bootstrapping parameter distributions).
The proposed tendency model is very simple in comparison

with the in silico model. It only considers extracellular dynamics.
Biomass growth is due to simultaneous consumption of both
nutrients. This gives rise to a structural error between the
tendency model and the “real” bioreactor dynamics (in silico
model). Nevertheless, the tendency model could capture the
tendency of the bioreactor dynamics, and run-to-run
optimization is applied successfully. The tendency model has
a vector state x, and a probabilistic parameter vector θ. The
entries of the vector state are the time t, concentrations of
glucose Glc, glutamine Gln, biomass X, and the volume of
liquid in the bioreactor V.
The equations of the tendency model are
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Figure 3. Comparison of the performance of the tendency model for two different policies: (a) model fitted to data obtained using φa; (b) model
predictions vs data for policy φb; (c) model fitted to data obtained using φb.
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The bioreactor initial conditions x(t=0) = x0 may also be part of
the operating policy φ such that

φ φ φ φ=x [ , , , ]o 1 2 3 4 (10)

where φ1 and φ2 are the initial glucose and glutamine
concentrations, respectively, and φ3 is the initial concentration
of biomass and φ4 corresponds to the initial volume of the
bioreactor. Also, φ5 and φ6 are used to define the concentration
of glucose and glutamine, respectively, in the feed. Finally, φ7 is
the time when the operating condition is switched from batch
to fed-batch using a constant feed flow rate φ8. If the policy
parameter φ8 is set to 0, then the bioreactor is considered to
operate in batch mode (in this case φ5, φ6, and φ7 have no role
in defining the operating policy for the bioreactor). It is worth
noting that the parameters that are considered for optimization
vary depending on the particular problem being addressed
(section section 5 below). For example, the operating policy
may have variables to describe a more elaborated feeding profile
such as a number of step changes at different times.
The tendency model in eq 9 performs well when fitted to

data for a given operating policy, but prediction errors are
common when extrapolating to other operating conditions.
Figure 3 compares the performance of the tendency model for
two different policies φa and φb. Figure 3a shows biomass
concentration for the in silico data and the corresponding
predictions of the tendency model after using data obtained
using a batch policy φa to fit its parameters (see Table 6).

Figure 3b shows the in silico data and the prediction of the
tendency model for another operating conditions φb. As can be
seen, the tendency model predicts a higher biomass
concentration than the actual one. If data from this new
experiment is used to update the tendency model, then the new
parameters will also fit quite well in that zone of the operation
conditions (Figure 3c). The histograms for the tendency model
parameters for both operating conditions are shown in Figure 4
Finally, it is worth noting that the tendency model can be

different to the one proposed here, to include different aspects
of the bioreactor: mass balances for other species (e.g.,
ammonia and lactate) if they can be measured as well as the
kinetics of product formation (e.g., monoclonal antibody). In
this work, a simple tendency model is chosen to highlight the
capability of the methodology to optimize the operating policy
even when there is a significant mismatch between the model
and the actual bioreactor behavior.

5. SIMULATION RESULTS
In this section, the Bayesian optimization methodology is tested
in two different problems. First, the optimization of the initial
concentration of nutrients (glucose and glutamine) for batch
operation is addressed. Later on, operating policy optimization
for fed-batch operation is tackled.
The in silico simulations and the proposed methodology is

implemented in the Matlab environment. All optimization
problems (problems 3, 4, and 8) are solved in this paper using

sequential quadratic programming with multistart initialization.
The average computational time per iteration on a standard
computer with a 3.4 GHz processor and 8 GB of RAM is 9000
s, which is significantly lower than the bioreactor setup time.
This small value is the advantage of resorting to a simple
tendency model.

5.1. Batch Operation. To begin with and in order to
highlight some relevant aspects of the proposed approach, a
simple operating policy is considered. Let us assume the
bioreactor is operated in batch mode (no substrate feeding
along the run) and the policy parameters to be optimized are
only the initial concentrations of glucose and glutamine. This
problem, yet simple, resembles the traditional problem of
medium optimization in bioreactors.25,35 Glucose and gluta-
mine are very important components of the medium, but are
only two of many chemical substances that can be used. The
objective function for the optimization problem is bioreactor
productivity as follows:

=J X V.t t( ) ( )f f (11)

Initial biomass concentration and volume of the bioreactor are
0.1 g/L and 1 L, respectively. The final time is fixed at 48 h.
The methodology has been applied using up to 4 (mmax = 4)
runs per iteration (loop 2 in Figure 1), whereas the shrinking
factor is set to 0.5. The number of samples to be taken in each
run is 6 (including the final time). The weighting factors
were chosen to be 0.25 for glucose and glutamine
concentrations, and 0.5 for biomass concentration. The results
are presented in Table 7. Plots of yield contour lines for the in
silico model and the policy for each run are presented in Figure
5. The methodology rapidly evolves into a zone of high
productivity and quickly converges. As can be seen, in Bayesian
optimization most of the runs are performed not so far away
from the optimum, which significantly reduces the cost of
policy exploration. With a more complex model that includes
more medium components, the complete design of the medium
could also be readily performed using Bayesian policy
optimization.
As stated earlier, the uncertainty in model parameters may be

related to the parametric uncertainty in the model-based
optimized policy. Figure 6 shows the properly scaled
probability distributions for one of the policy parameters
(φ1) in a few runs just before convergence. For the first run in
each iteration, the distribution of a given policy parameter is
typically wide because the policy bounds are reset; as the region
is shrunk, the policy parameter distribution tends to the optimal
one. A new iteration begins in run no. 16. Runs from this
iteration (no. 16 through no. 19) did not make an
improvement and the resulting optimal policy is chosen to be
the best from the previous iteration (run no. 15). The results
obtained for the optimal policy along with state prediction
using the most probable parametrization for the tendency
model are presented in Figure 7.

5.2. Fed-Batch Operation. The methodology is applied
again for the bioreactor operating in the fed-batch mode.
Almost all possible operating variables are considered in the
optimization problem. This represents a real engineering
problem, in which only a few policy parameters are fixed a
priori. Only the duration of the experiment is fixed, since it is
considered that optimization of this parameter belongs to a
plant schedule problem. The objective function for the
optimization problem is now defined as follows:

Table 6. Parameters for the Operating Policies φa and φb

policy

case no. φ1 [mmol/L] φ2 [mmol/L]

a 15.00 6.00
b 8.20 6.50
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= − ·J X V X V.t t t t( ) ( ) ( ) ( )f f 0 0 (11)

The vector φ of policy parameters contains the following
entries: the initial concentration of glucose, glutamine, and
biomass (φ1, φ2, and φ3), the initial volume (φ4), feed
concentrations of glucose and glutamine (φ5 and φ6), and two
parameters for a step change in the inlet volumetric flow (φ7
and φ8, see eq 9f)). The final time is fixed at 96 h, and a
constraint for the maximum volume of the reactor (1 L) is
added. Again, the maximum number of runs per iteration is set
to 4, and the shrinking factor is 0.25. For each run, the number
of samples to be taken is 6 (including the final time). Again, the
weighting factors were chosen to be 0.25 for glucose and
glutamine concentrations, and 0.5 for biomass concentration.
Twenty-four experiments were required to achieve the optimal
policy. It is worth highlighting that a traditional 2k factorial
design would require at least 256 experiments in this case.

Obviously, incomplete factorial designs are more efficient, but

in general response surface optimization would use many more

experiments than model-based Bayesian optimization. Results

obtained using the run-to-run optimization approach are shown

in Table 8, where only the final run of each iteration is reported

(for details, the reader is referred to the Supporting

Information). Experimental (in silico) data and tendency

model predictions for optimal policy are presented in Figure 8.
As stated earlier, a more elaborated form can be chosen for

the feeding profile which will increase the number of policy

parameters to be optimized. For example, a profile consisting of

two steps is now used to reoptimize the results previously

obtained using the feeding profile with only one step. The

feeding profile is now defined as

Figure 4. Histograms for the tendency model parameters fitted using data from two operating conditions: (a) policy φa; (c) policy φb.
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The methodology is applied again with the same settings and
objective function used in the previous fed-batch case. The
optimal policy highlighted in Table 8 is used in the exploratory
run. Run-to-run optimization converges to an improved policy
by mostly exploring only the high-yield region of the policy
parameters space. Results are compiled in Table 9 where only
the final run of each iteration is reported (for a more detailed
version of Table 9, see Supporting Information). Experimental
(in silico) data and tendency model predictions using the
highlighted policy in Table 9 are shown in Figure 9.

5.3. Comparison with non-Bayesian Approaches. To
compare the methodology with some similar non-Bayesian
methods, the fed-batch case with one step is solved using other
approaches to run-to-run optimization. The principal difference
is that only one set of values for model parameters and policy
parameters are obtained in each run, instead of distributions
thereof. First, the classical approach where only parameter
estimation followed by policy optimization is applied (see for
example Srinivasan and Bonvin17). In this methodology, no
reduction of the optimization region is performed and the
sampling times are distributed uniformly along each run. The
convergence criterion is regarding policy parameters (i.e., small
differences in the policy obtained between two successive runs).
It is well-known in the field of run-to-run optimization that this
scheme has convergence problems due to the mismatch
between the model and the real process. For this bioreactor
case study, the performance varies erratically and convergence
has not been achieved after 25 runs. The best value found for
the net amount of biomass obtained is 9.7677 g, which is not
far from the one obtained using Bayesian optimization.
However, the learning curve (evolution of the performance
index along the sequence of runs) is rather random, implying a
lack of convergence and an expensive optimization period. The
learning curves for the Bayesian case and this methodology are
presented in Figure 10 panels a and b, respectively.
Then, a similar scheme to the one presented here (Figure 1)

but using in each iteration only one set of values for model
parameters and policy parameters instead of distributions is
tested. The sampling design problem is not solved, since the
global sensitivity indexes are not calculated. Thus, the sampling
times are distributed uniformly along each run. The criterion
for finishing the procedure and the shrinking of the
optimization region are identical to the ones in the Bayesian
approach. The learning curve of a first application of the
methodology is presented in Figure 10c. The convergence is
achieved after 12 runs, and the best performance index
obtained is 9.0458 g, which is lower than the Bayesian case.
A second implementation is performed, with the same settings
as the previous one. The learning curve is presented in Figure
10d. As can be seen, convergence is achieved after 28 runs. The

Table 7. Run-to-Run Optimization in the Batch Operating
Mode

policy

iter no. run no. φ1 [mmol/L] φ2 [mmol/L] J [g]

0 1 4.00 4.00 1.3063
1 2 15.41 8.71 0.3013

3 8.88 6.09 2.6004
2 4 8.04 6.55 1.5777

5 9.34 5.94 2.5291
6 8.69 6.21 2.4375
7 8.93 6.11 2.6034

3 8 8.25 6.32 2.1497
9 9.10 6.09 2.5986
10 8.68 6.15 2.5957
11 8.86 6.11 2.6042

4 12 7.90 6.39 1.9815
13 9.15 6.05 2.5856
14 8.58 6.18 2.5603
15 8.81 6.11 2.6047

5 16 8.43 6.52 1.5799
17 9.90 5.93 2.5314
18 8.82 6.13 2.6030
19 8.73 6.08 2.5956

Figure 5. Yield contour lines for the in silico model and the succession of process parameters in the batch policy.
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best performance index found is 9.3765 g, which is still lower
than the Bayesian approach. The main difference between the
two implementations is that, in each iteration, different model
parametrizations are obtained. This can be due to the fact that
experimental errors give rise to different sets of model
parameters that generate different optimal policies. Lacking

relevant information about model uncertainty in the design of
an optimal sampling schedule may give rise to model
parametrizations that do not represent correctly the tendency
of the process performance with respect to policy parameters.
This can be the cause of the lack of robustness when the model
parameters are not described probabilistically. However, the

Figure 6. Scaled probability distributions until convergence of the parameter φ1 in the estimated optimal policy for the batch case.

Figure 7. In silico data and model predictions for the batch case using the most probable parametrization for the tendency model and the optimal
policy found: (a) glucose concentration; (b) glutamine concentration; (c) biomass concentration.

Table 8. Run-to-Run Optimization in the Fed-Batch Operating Mode

policy

iter no. run no. φ1 [mmol/L] φ2 [mmol/L] φ3 [g·L
−1] φ4 [mL] φ5 [mmol/L] φ6 [mmol/L] φ7 [h] φ8 [mL·h−1] J [g]

0 1 7.50 5.00 0.100 100 10.00 7.50 30.00 13.64 2.6759
1 2 11.24 5.60 0.095 339 39.94 34.64 51.38 14.91 9.2196
2 6 11.26 5.55 0.095 338 39.93 35.23 51.46 14.87 9.2583
3 8 11.62 6.28 0.099 298 40.00 32.28 52.87 16.27 9.5110
4 9 17.40 4.38 0.081 310 39.47 35.35 42.46 12.91 9.8192
5 13 17.45 4.40 0.083 309 39.49 35.34 42.71 12.94 4.0093
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Figure 8. In silico data and predictions for the fed-batch case using the most probable parametrization for the tendency model and the optimal policy
found: (a) glucose concentration; (b) glutamine concentration; (c) biomass concentration; (d) reactor volume.

Table 9. Run-to-Run Optimization in Two-Step Fed-Batch Operating Mode

policy

iter
no.

run
no.

φ1
[mmol/L]

φ2
[mmol/L] φ3 [g·L

−1]
φ4

[mL]
φ5

[mmol/L]
φ6

[mmol/L] φ7 [h]
φ8 [mL·
h−1] φ9 [h]

φ10 [mL·
h−1] J [g]

0 1 17.40 4.38 0.081 310 39.47 35.35 42.46 12.91 9.8192
1 5 17.55 4.39 0.081 308 39.48 35.44 42.65 12.45 44.85 12.25 9.8199
2 6 16.06 4.24 0.090 249 39.76 35.98 42.51 6.20 51.10 12.95 10.3420
3 8 18.22 4.15 0.096 218 39.42 34.89 40.78 6.24 51.59 15.49 10.6541
4 12 18.18 4.11 0.096 219 39.42 34.87 40.99 6.22 51.60 16.04 10.6498

Figure 9. In silico data and predictions for the two-step fed-batch case using the most probable parametrization for the tendency model and the
optimal policy found: (a) glucose concentration; (b) glutamine concentration; (c) biomass concentration; (d) reactor volume.
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shrinking methodology proposed in this paper allows both the
Bayesian and the non-Bayesian approaches to obtain high
values of the performance indexes.

6. CONCLUDING REMARKS

Integration of models and experimentation is a key strategy to
increase competitiveness of novel bioprocesses and moving
closer to quality-by-design implementation in the production of
biologically derived therapeutic products. To this aim, a
Bayesian decision-theoretic approach to optimize the produc-
tivity of potential biotherapeutics under uncertainty is
proposed. An important contribution of the presented work
is integrating probabilistic tendency models with Bayesian
optimization for designing a short sequence of runs that trade-
off exploration with model-based exploitation in policy
optimization. For model-based Bayesian optimization of the
culture productivity, it was proposed that parameter distribu-
tions in a probabilistic model of bioreactor performance must
be re-estimated as new data is available using bootstrapping.
First-principles and constitutive laws in a probabilistic tendency
model constitute soft constraints to avoid physiological states in
the bioreactor when deciding the operating conditions for the
next run. Accordingly, an experimental design aims to maximize
the “interestingness” of new data from the viewpoint of
productivity improvement.
Results obtained for a hybrid cybernetic model of a myeloma

cell culture coconsuming glucose and glutamine have been used
to demonstrate the usefulness of model-based Bayesian
optimization. Despite the process-model mismatch, the
Bayesian approach is able to converge to a significantly
improved operating policy after a few runs. Convergence in
Bayesian optimization is guaranteed based on the Kullback−
Leibler divergenceor relative entropybetween prior and
posterior distributions for each policy parameter (see eq 4).
Current research efforts aim to scale up the proposed approach
toward Bayesian global optimization using probabilistic
response surface methods to model the objective function.
Resorting to a two-level search in Bayesian global optimization
will favor a more comprehensive yet safe strategy for integrating
experimental data and models in process development.
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■ NOMENCLATURE
= experimental data set

[. . ] = KL-divergence operator
Fi = feed flow rate [L/h]
G(x) = path constraints for state variables
Glc = glucose concentration [mmol/L]
Gln = glutamine concentration [mmol/L]
J = performance index
m = time-dependent control variables
p(·) = probability density function
Q = Fisher information matrix (FIM)
SI = sensitivity index
t = time
t0 = initial time
tf = final time
ts = sampling time schedule
ts1 = first sampling time
tsf = last sampling time
tsmin = minimum time at which a sample can be taken
tsmax = maximum time at which a sample can be taken
Δtmin = minimum time distance between successive samples
V = bioreactor volume [L]
Vij,Vi = conditional variance for parameter j and total
variance at the time i
w = time-invariant control variables

= weighting factor for the model parameter estimation
x = vector of state variables
x0 = initial state

Figure 10. Learning curves for different Bayesian and non-Bayesians approaches: (a) Bayesian reference case; (b) cassical non-Bayesian approach; (c
and d) non-Bayesian approach with region shrinking.
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X = biomass concentration [g/L]

Greek Symbols
β = time-dependent control variables input parameters
θ = model parameters (random variable)
θL,θU = model parameters lower and upper bounds
θ̃ = estimated model parameters
Θ = model parameters space
μ = specific growth rate [h−1]
φ = policy parameters
φL,φU = policy parameters lower and upper bounds
φ̃ = estimated policy parameters
ψ(·) = information gain function
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